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Invited Talk: Debugging as a Science, that
too, when your Program is Changing
Abhik Roychoudhury
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Abstract
Program debugging is an extremely time-consuming process, and it takes up a large portion of software
development time. In practice, debugging is still very much of an art, with the developer painstakingly
going through volumes of execution traces to locate the actual cause of an observable error. In this work,
we discuss recent advances in debugging which makes it systematic scientific activity in its own right. We
explore the delicate connections between debugging and formal methods (such as model checking) in the
overall task of validating software. Moreover, since any deployed software undergoes changes in its lifetime,
we need debugging methods which can take the software evolution into account. We show how symbolic
execution and Satisfiability Modulo Theories (SMT) solvers can be gainfully employed to greatly automate
software debugging of evolving programs.
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Resource Modeling for Timed Creol Models ?
Rudolf Schlattea,b,1 Bernhard Aicherniga,b,2
Andreas Griesmayerb,3 Marcel Kyasc,4
a
b

Institute for Software Technology, Graz University of Technology, Austria

International Institute for Software Technology, United Nations University, Macao S.A.R., China
c Department of Computer Science, Freie Universität Berlin, Germany

Abstract
This paper describes the semantics of a timed, resource-constrained extension of the Creol modeling language. Creol is an object-oriented modeling language with a design that is suited for modeling distributed
systems. However, the computation model of Creol assumes infinite memory and infinite parallelism within
an object. This paper describes a way to extend Creol with a notion of resource constraints and a way to
quantitatively assess the effects of introducing resource constraints on a given model. We discuss possible
semantics of message delivery under resource constraints, their implementation and their impact on the
model. The method is illustrated with a case study modeling a biomedical sensor network.
Keywords: Modeling, Resource Constraints, Object Orientation, Embedded Systems, Creol

1

Introduction

Modeling is an important activity in the design phase of a software project. A formal
model can be used to answer questions about a system’s functionality, behavior and
properties during the specification and implementation phase. By nature, a model
focuses on specific aspects of the system-to-be; for reasons of simplicity and clarity,
specific aspects of the eventual implementation are abstracted away in the model.
Among the implementation details that are abstracted away are often processor,
bandwidth and memory requirements of components of the system. However, these
aspects are of high importance for example in embedded systems. As a consequence,
having modeling languages that consider these aspects is desirable.
? This research was carried out as part of the EU FP6 project Credo: Modeling and analysis of evolutionary
structures for distributed services (IST-33826).
1 Email: rschlatte@iist.unu.edu
2 Email: aichernig@ist.tugraz.at
3 Email: agriesma@iist.unu.edu
4 Email: marcel.kyas@fu-berlin.de
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This paper describes an enhancement of the modeling language Creol [7] for supporting the modeling of resource constraints, specifically restrictions on parallelism,
call stack depth or memory consumption. Creol is an object-oriented modeling language with asynchronous communication primitives. A model in Creol consists of
classes and objects; objects can have active and reactive behavior. Conceptually,
each Creol object has its own processor and handles concurrency independently of
other objects. Objects communicate solely via messages and control flow never leaves
an object; instead, when a process issues a method call, the receiving object creates
a new process that the calling process can synchronize with. These features of Creol
make it very suitable for modeling systems of independent, cooperating agents, such
as wireless sensor networks.
For modeling resource constraints, we assign each method a (possibly zero)
amount of needed resources, and each class an amount of available resources. At
runtime, method invocations take the needed amount of resources from the object’s
available resources. This abstract concept of resources can be used to restrict the
amount of parallelism within an object (by giving each method a cost of 1 and
the class a number of resources corresponding to the number of allowed concurrent
threads), or to model a finite amount of memory or processing power to be claimed
by running threads.
Various behaviors can be implemented when encountering lack of resources: delaying message delivery, blocking the sender or dropping the message. We give examples for these behaviors, show how to implement them in our rewrite rule-based
system and discuss advantages and disadvantages as pertains to modeling.
The rest of this paper is structured as follows: Section 2 gives an overview of
the features of the Creol language pertaining the modeling of distributed systems,
Section 3 explains how the Creol semantics and interpreter were altered to allow
modeling of resource constraints. Section 4 presents an extended example and some
experiences gained from introducing resource constraints in a larger case study.
Section 5 gives an overview of related work in this area, and Section 6 concludes the
paper.

2

The Creol Language

Creol is an object-oriented modeling language for distributed and concurrent systems, with an operational semantics given in rewriting logic [11] that is executable
on the Maude [2] rewriting engine. Creol is especially suited for modeling looselycoupled, active and reactive communicating systems. This section gives an overview
of the features of Creol that are important to understand the models presented in
the paper; for a detailed description of Creol’s features (data types, interfaces and
co-interfaces, inheritance etc.) see for example [7].
A Creol model is composed of classes that implement interfaces; instance variables of classes are either a primitive type (numbers, string, Boolean), lists, sets,
maps and tuples of types, or a reference to an interface 5 . Classes contain methods,
5

Interfaces are elided from the code samples presented in this paper for reasons of brevity.
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Fig. 1. Modeling function calls via Creol synchronous method calls (left) and parallelism via Creol asynchronous calls and release points (right).

methods can have multiple arguments and return values.
Creol contains the “standard” features of an object-oriented imperative programming language: implementation and interface inheritance; strings and various numeric primitive datatypes; lists, sets, maps and tuples; assignment, conditional and
looping statements. All members of an object are private to the object and can only
be accessed from another object via method calls.
The execution model of Creol has been derived from the actor model and uses
cooperative multi programming for coordination. For method calls, the caller can
choose whether to block and wait for a return value (synchronous call), to synchronize with the callee later (asynchronous call), or not to synchronize at all by ignoring
the return value. In the second case a future variable [6,4] is used by the caller to
poll the method invocation’s termination and to obtain the return values, blocking if
necessary. Additionally, the identity of the caller is available in most method bodies
through the variable caller , which allows for call backs. Thus, Creol provides and
allows to combine different styles of object interaction.
Each Creol object is executing its own thread of control, interleaving active and
reactive behavior. All method calls (including self-calls) create a new process within
the called object. At most one process is active for each object and has exclusive
access to the objects attributes. Special statements allow to change between processes, which manifest the cooperative multiprogramming style. A process need not
distinguish whether it was created from a synchronous or asynchronous call.
These features together allow Creol to model both concurrent and single-threaded
control flows in a uniform way. Figure 1 illustrates the flow of control between 3
processes within one object in the synchronous and asynchronous case. Note that
m3 is called asynchronously in one case and synchronously in the other – a method
has no way of determining whether it was called synchronously or asynchronously.
The syntax for method calls is as follows:
Synchronous call: object.name(in-parameters;out-parameters)
Asynchronous call: future-variable!object.name(in-parameters)
After a synchronous call returns, the output parameters contain the return value(s)
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of the method. For an asynchronous call, the return value(s) are stored in the caller’s
future variable upon completion. If an asynchronous call does not return any value,
there is an abbreviated call syntax that is for example used in line 14 of Figure 8.
Figure 1 also illustrates synchronization between processes within an object.
Each Creol object conceptually contains its own processor and no data is shared between objects; hence, there are no inter-object process synchronization issues. Processes within an object use cooperative scheduling. The Creol statement release
suspends the current process unconditionally, the statement await condition
suspends the process until the condition evaluates to true. In Figure 1 (right side),
the process m1 dynamically creates a new process m3. Since it is an asynchronous
call, m3 does not begin running immediately; rather, m1 continues after the call until
it reaches a release point, at which point the object schedules another thread from
its thread pool.
As a special case, a synchronous self-call unconditionally transfers control to the
new process created by the self-call, and arranges for an unconditional transfer of
control back to the calling process upon completion (Figure 1, left-hand side). Reading from a future variable blocks the whole object until the values arrive; hence, a
synchronous method call in Creol can be seen as just an asynchronous call plus an
immediate blocking read of the associated future variable. For synchronization without whole-object blocking, an await statement is used that suspends the process
but allows other processes in the object to run.
2.1

Timed Creol

The base Creol language does not model time or progress, but recently Kyas and
Johnsen designed a Creol extension for real-time constraints [8]. The extension is
common and simple: the value of a global clock is accessible to all objects through
the expression now, which behaves like a read-only global variable of type Time.
Values of type Time can be stored in variables and compared with other Time
values. There is no absolute notion of time; progress can be expressed by adding
Duration values to observations to obtain other values of type Time. An advantage
of this design is that specifications in timed Creol are shift invariant; i.e. properties
involving time hold no matter at which point in (absolute) time the evaluation
happens. Indeed, this time extension is inspired by the time model of the Ada
programming language [13, Appendix D.8].
In contrast to the Ada programming language, Creol focuses on modeling and
not on implementations. As such, a Creol model is a logical description and we
ignore certain aspects like preemption due to interrupts in this paper. Interrupt
handlers may be modeled by methods of singleton objects, which are invoked as a
result of an interrupt signal. Thus, the method described in this paper allows to
model the effect of interrupts without the need of taking the actual machine into
account.
Expressing a time invariant in timed Creol looks as follows:
1
2

var t: Time := now;
SL
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3

await now >= t + 10;

The await statement in line 3 guarantees that after evaluating the statement list
SL, at least 10 units of time pass before the process can continue. (If the effects of
SL should be visible only after 10 time units, then the await statement should be
placed before SL.)
The semantics of Creol allow a process to be suspended indefinitely inside an
await statement. To ensure forward progress of the system, timed Creol introduces
the posit statement:
1
2
3

var t: Time := now;
SL
posit now <= t + 10;

Here, line 3 guarantees that evaluating SL takes at most 10 time units. A posit
statement expresses a global property of the system and may result in a system that
has no behavior at all; all posit statements are proof obligations on the statement
level. For details and exact semantics of timed Creol, we once again refer to [8].

3

Implementing Resource Constraints

The execution semantics of Creol assume that an object can execute an arbitrary
number of processes. Especially for small embedded systems, this assumption does
not hold. It is therefore desirable to be able to model the operating constraints of
real systems in Creol. This section presents the implementation approach that was
taken to adapt the semantics and execution engine of Creol to deal with resource
constraints.
Creol models can be animated on the Maude rewrite engine. In Maude, the
execution state of the model is represented as a state containing terms representing
Creol objects, classes and pending method invocations. The representation of an
object O of class C is
< O : C | Att: AL, Pr: { BL | SL}, PrQ: PL >

O, C, AL, BL, SL, and PL are typed variables, where object O is an instance of class
C with instance variables AL and an active process that consists of local variable
bindings BL and a list of statements SL. The list of pending processes is represented
by PL. Classes and method invocations have a similar Maude notation.
To implement resource-constrained objects, the notation for classes was updated
to contain an attribute RLimit:
< C : Class | Inh: I, Param: P, Att: S, Mtds: M, RLimit: N >

The rest of the attributes are standard and are used for inheritance (Inh), constructor parameters (Param), Attributes (Att) and methods (Mtds). The new RLimit
attribute tells how much memory / processing capacity objects of this class can
supply to their processes.
Similarly, an additional method definition was introduced that specifies, in addition to the method name M, parameters P, local variables A and code C, how much
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step 1
O1
PrQ:

invoc(O2, m)
O2
PrQ:

step 2

Fig. 2. Method calls in Creol. For restricted objects, the caller can be blocked (delay in step 1), the call
can be delayed infinitely “in the cloud” (delay in step 2) or the call can be dropped (only step 1 happens).

resources a method needs when called:
< M : Method | Param: P, Att: A, Code: C, RNeed: N >

With limit(O) the resource limit of an object O (as determined by its class), P (O)
the object’s set of active processes, and cost(P ) the cost of a process or 0 if the
process has no resource cost, the following invariant needs to hold for all constrained
objects:
X
cost(p) ≤ limit(O)
p∈P (O)

The dynamic semantics of Creol is given as a set of Maude rewrite rules operating
on parts of this state. When a rule of the form <C1> => <C2> is executed, the
part of the state matching <C1> is replaced by <C2>. For example, the rewrite rule
for the skip statement of Creol looks as follows:
< O : C | Att: AL, Pr: { BL | skip ; SL}, PrQ: PL >
=>
< O : C | Att: AL, Pr: { BL | SL}, PrQ: PL >

The left-hand side of this rule matches any object with an active process having
skip as its next statement. Such an object is replaced with an object identical in
every way except that the skip statement is removed and the remaining statement
list SL left for execution. Rules for other statements follow the same pattern, but
typically have more effect, such as rebinding variables, creating, destroying and
scheduling processes or creating new objects.
3.1

Possible Semantics of Message Delivery

Delivering a message to an unconstrained object, or to an object that has enough
free resources, always succeeds. A new process is created and will be scheduled by
the object in due time. However, when the object cannot accept the message and
create a process, various behaviors are possible:
(i) The message delivery can be delayed until the callee can accept it, without the
caller being blocked.
(ii) The caller can be blocked until the callee can accept the message.
(iii) The message can be dropped ; if the callee cannot accept it, the message is lost.
Figure 3 shows a simplified version of the rule for creating a new process in an
instance of a restricted class. A new process is created only when adding it to the

15

< C : Class | Inh: I,
< O : C | Att: S, Pr:
invoc(O, m, param)
=>
< C : Class | Inh: I,
< O : C | Att: S, Pr:
if nResources(P, PL, m)

Param: AL, Att: S1, Mtds: MS, RLimit: N >
P, PrQ: PL >
Param: AL, Att: S1, Mtds: MS, RLimit: N >
P, PrQ: (PL, createProcess(m, param) >
< N and idleOrSelfcall(P)

Fig. 3. The (slightly simplified) conditional rewrite rule for creating a new process m in a constrained
object O. A process is created if there are enough resources available and if the object can accept a method
invocation (i.e., is idle or its current process issued the call).
< O’ : C’ | Att: S’, Pr: { BL | call(O, m, param) ; SL’ }, PrQ: PL’ >
< C : Class | Inh: I, Param: AL, Att: S1, Mtds: MS, RLimit: N >
< O : C | Att: S, Pr: P, PrQ: PL >
=>
< O’ : C’ | Att: S’, Pr: { BL | SL’ }, PrQ: PL’ >
< C : Class | Inh: I, Param: AL, Att: S1, Mtds: MS, RLimit: N >
< O : C | Att: S, Pr: P, PrQ: PL >
invoc(O, m, param)
if nResources(P, PL, m) < N
Fig. 4. The (slightly simplified) conditional rewrite rule for invoking a method of object O from object O1.
Evaluation of the rule is delayed until O is in a position to create a process m.
< C : Class | Inh: I, Param: AL, Att: S1, Mtds: MS, RLimit: N >
< O : C | Att: S, Pr: P, PrQ: PL >
invoc(O, m, param)
=>
< C : Class | Inh: I, Param: AL, Att: S1, Mtds: MS, RLimit: N >
< O : C | Att: S, Pr: P, PrQ: PL >
[owise]

Fig. 5. The rule implementing message loss, working in concert with the process creation rule of Figure 3.
The left-hand sides of both rules are identical, but this rule only applies if no other rule matches the left-hand
side (via Maude’s [owise] attribute).

object’s process queue does not exceed the available resources. This rule implements
delayed message delivery.
To implement a delay of the message sender, another rule has to be added that
is shown in Figure 4. This rule blocks the sender until the receiver can accept the
message.
To implement message loss in a Creol model, yet another rule has to be added;
a simplified version is shown in Figure 5. This rule works in concert with the
process creation rule of Figure 3; the [owise] Maude attribute guarantees that
the invocation is only dropped if the process cannot be created.
All of the possible behaviors of message delivery are meaningful in some context.
Dropping messages comes closest to the behavior of a system of loosely-coupled
components, such as a network of wireless sensors or the datagram level in a TCP/IP
network. On the other hand, this model behavior requires extensive changes of the
Creol model, compared to an unconstrained model, that are not necessary for the
other two possible behaviors. Specifically, every method call that expects a return
value has to be implemented with a timeout and an error path:
1
2
3
4
5
6
7

var t: Time := now; var l: Label[Int]; var result: Int;
var success: Bool;
l!o.m();
await l?; l?(result); success := true
[]
await now >= t + 10; success := false;
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8
9
10
11
12

if (success)
... // use ’result’ here
else
... // recover from timeout here
end

Delaying message delivery and suspending the sending process both model reliable message delivery. Delivery delay models a “smart” network, or an applicationtransparent buffer-and-resend layer of the sender. Blocking the sender models a
tightly-coupled system, probably implemented on a single machine, where querying
the receiver’s state does not incur sending a message.
3.2

Modeling with Resource Constraints

Resource constraints, as described in this section, can be used to model and validate
a variety of behavior:
Restricted parallelism : To model an object that has restricted parallelism, assign each method a cost of 1 and the class a limit corresponding to the maximum
number of running processes.
Recursion depth : To validate that a model run does not exceed a certain depth of
self-calls, assign all involved methods a cost of 1 and the class a limit corresponding
to the maximum recursion depth. If the methods contain release points, outside
calls (that can be used to model interrupts) also factor in the maximum depth.
Memory consumption : Assign the class the amount of memory that is available,
and each method its memory cost. This assumes that an object models a physical
processor, for example a sensor node.

4

Case Study

A wireless sensor network is a wireless network consisting of spatially distributed
autonomous devices using sensors to cooperatively monitor physical, environmental
or biomedical conditions, such as temperature, sound, vibration, pressure, motion,
pollutants or biomedical signals at different locations. Sensor networks have been an
active area of research for more than a decade, with applications in e.g. medicine,
military, oil and gas, and smart buildings. A biomedical sensor network (BSN)
consists of small, low-power and multi-functional sensor nodes that are equipped
with biomedical sensors, a processing unit and a wireless communication device.
Each sensor node has the abilities of sensing, computing and short-range wireless
communication. Due to BSNs’ reliability, self-organization, flexibility, and ease of
deployment, the applications of BSNs in medical care are growing fast.
The case study presented in this section was developed as part of the Credo
project [3]. It models a sensor network consisting of a set of sensor nodes and one
sink node. Sensor nodes are actively monitoring their environment and sending out
their measurements. In addition, sensor nodes have the task of routing messages
from neighboring sensor nodes towards the sink node. The sink node, typically
connected to back-end processing, receives data from all nodes but does not create
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N1
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N3

N4

Sink

Fig. 6. A biomedical sensor network: 4 sensor nodes and one sink node. Note that the connections are
not necessarily symmetric: Node 4 transmits with more power and can therefore reach Node 2, but Node 2
cannot reach Node 4.
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class SensorNode(id: Int, network: Network)
begin
var received: List[[Int,Int]] := nil
var outgoing: List[[Int,Int]] := nil
var noSensings: Int := 3 // No. of sensings to do
var seqNo: Int := 0 // Running package seq. no
op transmit ==
!network.broadcast(head(outgoing));
outgoing := tail(outgoing)
op queue(in data: [Int,Int]) ==
outgoing := outgoing |- data
op sense ==
queue((id,seqNo);); // dummy value
seqNo := seqNo + 1
op run ==
while true do
await seqNo < noSensings; sense(;) // read sensor
[] // nondeterministic choice
await #(outgoing) > 0; transmit(;);
release
end
with Network // receive data from outside
op receive(in data: [Int,Int]) ==
if ~(data in received) then
queue(data;)
received := received |- data;
end
end

Fig. 7. Model of a sensor node. The receive method, called by the network, implements reactive behavior,
the run method implements the node’s active behavior.

any data itself.
Connectivity is modeled by a network object. This object does not correspond
to a physical artifact, but represents the topological arrangement of nodes and their
connectivity and also models the behavior of broadcasting a message from a node
to its neighboring nodes. Figure 6 shows an arrangement of sensor nodes and sink
node.
In our model, sensor node objects have active behavior: after creation, they
transmit a sequence of measurements and then switch to idle (reactive) behavior,
only listening for and retransmitting messages.
Figure 7 shows the model of a sensor node. Its active behavior is implemented
by the run method starting at line 16. A sensor node has two functions: read sensor
values (method sense) and send them to neighboring nodes (method transmit),
and receive and re-send values from other nodes in the network (methods receive
and again transmit). The nondeterministic choice operator ([]) in line 19 chooses
between reading a sensor value and transmitting a value that can either originate
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14
15
16
17
18

class Network
pragma Max_resources(1)
begin
// All nodes in network that have registered and
// their connections.
var nodesConns: Map[Node, List[Node]] := empty()
[...]
// Broadcast a message from a node to its neighbors
with Node
op broadcast(in data: [Int,Int]) pragma Need_resources(1) ==
var receivers: List[Node] := get(nodesConns, caller)
while ~isempty(receivers) do
if head(receivers) /= caller then
!head(receivers).receive(data)
end
receivers := tail(receivers);
end
end

Fig. 8. Model of the network. (Code to initialize the connection map nodesConns elided.) Only one
broadcast method can be called simultaneously because of the specified resource availability.

from the node itself or from the network. The method receive models the receiving
part of the node’s behavior and is called from the Network object.
Figure 8 shows the network model. This class does not model a physical object;
instead it describes and implements the topology of co-operating Node objects;
i.e., which other nodes will receive a message broadcast by some node. Line 6
shows the data structure containing the connection map, the method starting in
line 10 implements the network’s behavior. The pragma statements in lines 2 and
10 restricts objects of this class to have only one concurrent running broadcast
method.
4.1

Results

The classes SensorNode (Figure 7) and Network (Figure 8), together with a
class SinkNode (not shown) implement a simple flooding routing protocol. In the
original case study, network collisions were not considered – an arbitrary number of
nodes were allowed to broadcast data at the same time.
An obvious way to model the incremental-backoff strategy of resending packets
on collision is to restrict the network to only one broadcast method at a time.
This is very straightforward using the presented resource limit framework – simply
assign a cost of 1 to the broadcast method and a single resource to the class,
while delaying message delivery but allowing the sender to continue running (with
these semantics, the timeout-and-resend behavior is implicit, allowing the original
model’s code to stay in place). With these constraints in place, the original model
deadlocked.
The cause of the deadlock was identified in line 14. The original model had a
synchronous call to the receiving node’s receive method at that point. This serialized message delivery, forcing the receiving node to finish processing the message
(including a recursive call to Network.broadcast) before the next node would
even receive the message. Converting the synchronous call to an asynchronous call
allowed the model to run to completion.
While the functional aspects of the model were correct (all messages arrived at
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the sink node during a simulated run), constraining the Network class uncovered
what is arguably a modeling error – since that class models the behavior of the “air
space” between nodes, messages broadcast by one node will reach all of that node’s
neighbors at the same time. This is modeled via asynchronous calls. Constraining
the network to its intended behavior helped uncover this modeling error.

5

Related Work

Modeling bounded computing resources is relevant because micro-controllers expose
the programmer to a bounded call depth, either explicitly or because of memory
constraints. For example, the PIC family of micro-controllers has an explicit maximal call depth between 2 and 31, depending on the model. Version 2 of TinyOS [9],
an operating system for wireless sensor networks, contains tos-ramsize, a tool for
static stack depth analysis calculating worst-case memory usage by summing stack
usage at call points for the longest path through the call graph, and adding stack
usage of all interrupt handlers. The theory behind this tool is presented in [12].
Being a simple tool, tos-ramsize does not handle recursion. McCartney and
Sridhar [10] present stack-estimator, a similar tool for the TinyThread library.
The value of our work is that resource constraints can be expressed already on the
modeling level, and that the model can be validated by simulation. Also, we present
a unified approach to modeling call stack depth and restricted parallelism in a model.
Foster et al. [5] make a strong case for checking a model under resource constraints via an example deadlocks in a proven-deadlock-free web service deployment.
These deadlocks arose because of thread starvation – the proof of deadlock-freedom
did not take the maximum number of threads of the underlying implementation into
account. In their approach, the underlying BPEL (Business Process Execution Language) web service orchestration and the thread pool of the system that executes
the service requests are modeled together as a labeled transition system. Model
checking is then used to ascertain deadlock freedom under resource constraints. Another extensive work using automata to model resource consumption is Chakrabarti
et al. [1], where interface automata are used to express the behavior and resource
consumption of components, and a compositional game approach is used to calculate
the behavior and resource consumption of a composition of components.
Our work deals with modeling systems on a lower level of abstraction than using
automata models, using Creol [7], an imperative, object-oriented modeling language
with asynchronous communication between objects. Similar work was done by Verhoef et al. [14], who use the timed variant of the modeling language VDM++ to
model distributed embedded systems. They model processing time, schedulability
and bandwidth resources by enriching timed VDM++ with a notion of CPUs, communication buses and asynchronous communication, and loosening the global time
model of standard timed VDM++. Creol supports many of the changes necessary
for modeling distributed systems in the core language already. Kyas and Johnsen [8]
use Creol to model timing aspects of wireless sensors, but do not consider resource
constraints of that platform.
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6

Conclusion

This paper presented a flexible way of adding resource constraints to a behavioral
model written in Creol. These constraints can be used to model restricted parallelism, recursion depth, memory usage or processing resources. Adding resource
constraints to an existing Creol model requires only one annotation per class and one
annotation per constrained method, except when modeling recovery from message
loss, where the error-handling code has to be added. We believe that the approach
is easily adaptable for VDM++ and similar modeling languages. The value of our
approach lies in the ease in which it can be added to an existing, unconstrained
model, and in the way different behaviors of message delivery can be explored using
one same model. It should be noted that the results obtained by executing the
model are sound but not necessarily complete – while the presence of deadlocks
caused by resource constraints can be shown, their absence can only be proven by
model-checking, which restricts the size of the model. Nevertheless, experience has
shown that the approach can give valuable insight into the behavior of a system that
is confronted with limited computing resources.
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Abstract
Credo offers tools and techniques to model and analyze highly reconfigurable distributed systems. In this
paper, we present an integrated methodology to use the Credo tool suite. In this methodology, we advertise
the use of top-down design, component-based modeling and compositional analysis to address the complexity
of highly reconfigurable distributed systems. As a running example, we model a peer-to-peer file-sharing
system and show how and when to apply the different modeling and analysis techniques of Credo.

1

Introduction

Current software development methodologies follow a component-based approach in
modeling distributed systems. A major shortcoming of the existing methods is the
lack of an integrated formalism to model highly reconfigurable distributed systems
at different phases of design, i.e., systems that can be reconfigured in terms of a
change to the network structure or an update to the components. Moreover, the
high complexity of such systems requires tool-supported analysis techniques.
In this paper, we integrate the Credo tools and techniques into the software
development life-cycle. We illustrate how and when they should be used during the
design and analysis phases. Thus, software engineers can benefit by enriching their
preferred methodology with the Credo tool suite.
The core of the Credo tool suite consists of two different executable modeling languages: Reo [2] is an executable dataflow language for high-level description of the
dynamic reconfigurable network of connections between the components; Creol [13]
? This work has been funded by the European IST-33826 STREP project CREDO on Modeling and Analysis
of Evolutionary Structures for Distributed Services. (http://credo.cwi.nl)
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Reo
Interaction Analysis
Deadlock Analysis

Dataflow
modeling

Conformance checking

Creol
Functional Analysis
Schedulability Analysis

Object-oriented
modeling

Conformance checking

C, Java, ...
Programming

Fig. 1. Overview of modeling levels and analysis in Credo

is an object-oriented modeling language, used to provide an abstract but executable
model of the implementation of the individual components. Fig. 1 illustrates the
relation between these modeling languages and their relation to existing programming languages. It also indicates the kind of analysis the Credo tool suite provides
for each modeling language.
To support top-down design and compositional analysis, we make use of behavioral interfaces for the different abstraction levels of the design (cf. Fig. 2). At
the top-level, behavioral interfaces are used to describe the dataflow between the
components of a system. These interfaces abstract from the details of the internal
object-oriented model of components. Instead they describe the kind of connections
components use to communicate and interact. Credo provides as an Eclipse plug-in
an integrated tool-suite, ECT (Eclipse Coordination Tools) [6], to model and analyze the interactions between the components in a given network, e.g., absence of
deadlock can be checked at this early stage of design.

network
component
structural interface

ECT
interaction analysis
deadlock analysis

object
behavioral interface

component
behavioral interface

UPPAAL
schedulability analysis
Testing Tool Suite
conformance checking

object

Fig. 2. End user perspective of the Credo Tools
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The functional behavior of the objects within a component is modeled in Creol.
The conformance between such a model of a component and its behavioral interface
can be checked in Credo [8]. On the other hand, given an implementation of a
component in a programming language like C, Credo also provides a technique
to check for conformance between the implementation and the model [9,1]. Both
techniques are based on testing and use the behavioral interface as an abstract model
to generate test cases and to control the execution of the test cases.
Furthermore, the Credo tool suite offers an automated technique for schedulability analysis of individual objects [12,11]. We use the timed automata of Uppaal
to model objects and their behavioral interfaces. Given a specification of a scheduling policy (e.g., shortest deadline first) for an object, we use Uppaal to analyze
the object with respect to its behavioral interface in order to ensure that tasks are
accomplished within their specified deadlines.
We illustrate the Credo methodology with an example. We model and analyze
a file-sharing system with hybrid peer-to-peer architecture (like in Napster), where
a central server keeps track of the data in every node. In Section 2, we develop the
structural and behavioral interfaces for the components (nodes of the peer-to-peer
system) and the network (the broker managing the dynamic connections between
nodes); and prove our model of the network to be deadlock free. In Section 3, we
give executable Creol models for the components and analyze them by means of
simulation and testing for conformance both with respect to the behavioral interfaces and an implementation. We demonstrate schedulability analysis by analyzing
the broker. Section 4 concludes the paper.

2

High-Level Dataflow Modeling

Reo [2] is a channel-based coordination model for component composition. As the
formal semantics of Reo, we use constraint automata [3]. In Reo, a system consists
of a set of components connected by a network. The network exogenously controls
the data-flow between the components and may be dynamically reconfigured to
connect different components. At this level of abstraction, only a facade is visible
from each component. A facade consists of port and event declarations, and its
abstract behavior is specified using constraint automata. In this paper, we do
not go into the details of composing Reo channels for obtaining complex networks.
Instead, we model the network behavior directly using constraint automata.
Components use ports to communicate with each other via the network. Fig. 3
shows a system of components (as rectangles), their ports (as small triangles), and
sReq

cReq

N1
sAns

cAns

sReq

cReq

N3
sReq

sAns

cReq

N2
sAns

cAns

Fig. 3. Nodes in the peer-to-peer system
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the network (as a cloud). Ports can be either inports or outports (implied by the
direction of the triangles). By exogenous coordination, we mean that a component
has no control on how its ports are connected. A component can only indirectly
influence its connections by raising events. Events include requests/announcements
of services, time-outs, or acknowledgments. These events can trigger reconfigurations of the context-aware network. The network includes a network manager that
handles events and reconfigures the network according to the events.
In this section, we model the nodes of the peer-to-peer system as the components. The network consists of the broker that manages the connections between
the component ports. Each node has two sides, a client side and a server side. On
each side, a pair of request and answer ports is needed. As a client, a node writes
its request to cReq and expects the result on cAns. A component on its server side
reads a request (‘key’ to some data) from sReq and writes the data corresponding
to the given key to sAns. For two nodes to communicate, the broker has to connect
the corresponding ports of the client and the server.
2.1

Structural Interface Description

To describe the facade of a component, we declare its ports and the events the
component may raise. Below, we define two facades, ClientSide and ServerSide. The
facade Peer inherits the ports and events declared in these two and adds another
event that is needed when the two sides are combined.
1
2
3
4
5
6

1
2
3
4
5
6
7

1
2
3

facade
port
port
sync
sync
end

C l i e n t S i d e begin
cReq : o u t p o r t
cAns : i n p o r t
event openCS<r e q : o u t p o r t , ans : i n p o r t >(in k : Data ; out f : Bool )
event c l o s e C S <r e q : o u t p o r t , ans : i n p o r t >()

facade S e r v e r S i d e begin
port sReq : i n p o r t
port sAns : o u t p o r t
sync event openSS<r e q : i n p o r t , ans : o u t p o r t >()
sync event c l o s e S S <r e q : i n p o r t , ans : o u t p o r t >()
r e g i s t e r <>(in k e y L i s t : L i s t [ Data ] ) // a s y n c e v e n t
end
facade Peer i n h e r i t s C l i e n t S i d e , S e r v e r S i d e begin
update <>(in k e y L i s t : L i s t [ Data ] )
// a s y n c e v e n t
end

The network manager in a system does not keep a centralized account of all
port bindings; these are locally stored at each component. A component cannot
directly change its port bindings. Before using ports, the component must request
a connection by raising an open session event. An event for closing the session
implies that the ports are now safe to be disconnected. These events must provide
the ports to be used in the session as parameters. In addition, they can have
extra parameters, e.g., the ‘open client session’ event (written as openCS) guides
the connection by providing the key it is looking for, and in return it is informed
whether such a node is found.
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Events are by default asynchronous. However, events expecting return values
(e.g., open and close session events) should be declared to be synchronous (using
the keyword sync event). All events raised by the components in a system have to
be handled by the network. This has to be reflected in the structural interface
description of the network.
2.1.1 Network
We give the structural interface description of a particular network manager called
Broker. The keyword networkmanager is used to identify such interfaces (and
distinguish them from those characterizing component facades). The Credo methodology also distinguishes between the concept of a network manager and the network
itself because a network in general consists of a network manager and additional coordination artifacts like channels, as described later in this section. The description
of the Broker declares the event handlers that it provides. For each event handler,
it specifies the facade (representing a component) from which the handled event
originated using the keyword with.
1
2
3
4
5
6
7
8
9
10
11

2.2

networkmanager Broker begin
with S e r v e r S i d e
r e g i s t e r <>(in k e y L i s t : L i s t [ Data ] )
sync event openSS<in r e q : i n p o r t , ans : o u t p o r t >()
sync event c l o s e S S <in r e q : i n p o r t , ans : o u t p o r t >()
with C l i e n t S i d e
sync event openCS<in r e q : o u t p o r t , ans : i n p o r t >(in k : Data ; out f : Bool )
sync event c l o s e C S <in r e q : o u t p o r t , ans : i n p o r t >()
with Peer
update <>(in k e y L i s t : L i s t [ Data ] )
end

Behavioral Interface Description

The behavioral description for a component facade comprises of specifying the order of raising events and the port operations. This is modeled using constraint
automata [3]. In these automata, we denote port operations by specifying the port
names. The corresponding action (read or write) is understood from the port type
(given in the structural facade description).
Fig. 4 shows the behavioral specification for the facades in our example. As
mentioned earlier, the port actions are surrounded by opening and closing session
events in parts (a) and (b) of this figure. A server registers its data with the broker
to initialize its operation. We opt for a simple scenario, i.e., each server or client
handles only one request at a time. We also assume at this level of abstraction, that
openCS is always successful, i.e., every data item searched for is available somewhere
in the system.
The Peer facade inherits the behavior specified for ClientSide and ServerSide facades.
The Peer facade additionally introduces extra behavior involving an update to the
data stored at the broker. This automaton synchronizes with the ServerSide facade
to make sure that an update cannot take place before the data is initally registered.
Moreover, the data at the broker should be updated after receiving new information
(on the ClientSide). This is modeled by synchronizing on the read operation on cAns.
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Fig. 4. Behavioral interfaces for facades

In general, the behavior of the sub-type has to be a refinement of the behavior
of its super-type [16]. This is achieved by computing the product of the automata
describing the inherited behavior (ServerSide and ClientSide) and the automaton synchronizing them (Peer). In this product [3] the transitions of different automata are
interleaved while those with common action names are synchronized.
2.2.1 Network
The Broker in a peer-to-peer system connects the ports and handles the events of
the components.We show how to model the synchronization of a system consisting
of a fixed number of components, say n, for some n > 0. The observable actions
of the ith component (i ∈ {1, . . . , n}), i.e., the communications on its ports and
its events, are denoted by openCSi , openSSi , closeCSi , closeSSi , cReqi , sReqi ,
cAnsi , and sAnsi . Synchronization of actions is naturally modeled in the following
automata by a transition labeled with the participating actions.
For clarity, we start by different automata for the synchronization of ports and
events. Synchronization between the ports of a pair of components i and j is
described by the following automaton.
cReqi , sReqj



n
- p  cAnsi , sAnsj


For each pair of components i and j, the following automaton synchronizes the
events openCSi and openSSj to establish a connection between components i and
j and the events closeCSi and closeSSj to release the connection again. These two
consecutive synchronizations together thus model one session between the client of
component i and the server of component j.
openCSi , openSSj

- sn


- n
p

closeCSi , closeSSj

Combining the automata above models the port connections that need to be
made in a session between each pair of components (shown below). The interleaving product of these combined automata for all pairs of components results in an
automaton describing the behavioral interface of the Broker.
cReqi , sReqj
openCSi , openSSj


?
- n
p

closeCSi , closeSSj

6


- sn


cAnsi , sAnsj

It should be noticed that interleaving allows for components to be involved in
more than one session at a time. The synchronized product of the Broker automa-
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Fig. 5. Using Reo channels for modeling the network.

ton with the component automata (from the previous subsection) finally describes
the overall behavior of the system. This product constrains the Broker so that
components are involved in at most one session at a time. We can construct this
overall behavior modeling the whole system and analyze it with the Vereofy tool
[14,4], e.g., to ensure absence of deadlock. Furthermore, Vereofy includes symbolic
model checking tools for linear-time, branching-time and alternating-time temporal
logics with special operators to reason about the events and data flow at ports of
components. Due to lack of space, we do not explain the details of such analyses.
Channels. We can further refine the network model by introducing channels
(which are a specific kind of connectors) [2,10]. In general, a channel provides
two (channel)-ends. We distinguish between input-ends (to which a component can
write) and output-ends (from which a component can read). We can also describe
the synchronization between the two channel-ends by an automaton. For example,
the automaton below models a 1-place buffer. It provides an input-end in and an
output-end out. In state e the buffer is empty and in state f it is full (for simplicity,
we abstract from the data transfered and stored).
- en


in

- n
f

out

We model the data-transfer from server j to client i, i.e., the connection between
the answer ports, by replacing the synchronization of cAnsi and sAnsj by the
following synchronization with the above 1-place buffer.
sAnsj , in



n
- p   cAnsi , out


The overall behavior of the system is described by the synchronized product of
the Broker, the component automata, and the channel automata. The network itself
consists of the Broker and the channels. Fig. 5 shows a configuration in which two
buffer channels are used as the network connecting the components. The dashed
arrows in this figure show port bindings, i.e., the channel-end to which a port is
bound. The bold arrows represent the channels. Vereofy can be used also for
analyzing complex networks containing Reo channels.

3

Object-Oriented Modeling

In this section, we model the components in Creol, an executable modeling language. To model the components, we provide interfaces for the intra-component
communication and finally a Creol implementation of the components. By adding
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a Creol implementation for the network manager, we get an executable model of
the whole system. Since Creol models are executable we use the terms Creol model
and Creol implementation interchangeably.
We use intra-component interfaces together with the behavioral interfaces of
Section 2.2 to derive test specifications to check for conformance between the behavioral models and the Creol implementation. We can also use such a specification
to simulate the environment of a component while developing the component.
Given a C implementation of the system, we use the behavioral interfaces of
Section 2.2 to derive test scenarios to check for conformance between the Creol
model and an implementation in an actual programming language. The coverage of
these test scenarios is improved by symbolic execution of the Creol implementation.
Finally, we model the real-time aspects of the system using timed automata. In
the real-time model, we add scheduling policies to the objects. Here, we check for
schedulability, i.e., whether the tasks can be accomplished within their deadlines.
3.1

Executable Creol Model

Creol is an executable modeling language suited for distributed systems. Types are
separated from classes, instead (behavioral) interfaces are used to type objects. Objects are concurrent, i.e., conceptually, each object encapsulates its own processor.
Creol objects can have active behavior, i.e., during object creation a designated run
method is invoked.
Creol allows for flexible object interaction based on asynchronous method calls,
explicit synchronization points, and underspecified (i.e., nondeterministic) local
scheduling of the processes within an object. Creol supports software evolution
by means of runtime class updates [18]. This allows for runtime reconfiguration of
the components. To facilitate the exogenous coordination of the components we
have extended Creol with facades and an event system (cf. Section 2.1).
The modeling language is supported by an Eclipse modeling and analysis environment which includes a compiler and type-checker, a simulation platform based
on Maude [5], which allows both closed world and open world simulation as well as
guided simulation, and a graphic display of the simulations.
In the rest of this section, we first specify the interfaces of a local data store for
a peer syntactically. Then, we implement parts of a peer as an example.
Each peer consists of a client object, a server object and a data-store object. The
Client interface provides the user with a search operation. The data-store provides
the client object with an add operation to introduce new data and the server object
with a find operation to retrieve data. We model these two perspectives on the
data-store by two interfaces StoreClientPerspective and StoreServerPerspective.
The interfaces are structured in terms of inheritance and cointerface requirements. The cointerface of a method (denoted by the with keyword) is a static
restriction on the objects that may call the method. In the model, the cointerface
reflects the intended user of an interface. In Creol, object references are always
typed by interfaces. The caller of a method is available via the implicit variable
caller. Specifying a concrete cointerface allows for callbacks. Finally, method parameters are separated into input and output parameters, using in and out keywords,
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respectively.
1
2
3
4

6
7
8
9

11
12
13

i n t e r f a c e S t o r e C l i e n t P e r s p e c t i v e begin
with C l i e n t
op add ( in key : Data , i n f o : Data )
end
i n t e r f a c e S t o r e S e r v e r P e r s p e c t i v e begin
with S e r v e r
op f i n d ( in key : Data ; out i n f o : Data )
end
interface Store
inherits StoreClientPerspective , StoreServerPerspective
begin end

The interfaces cover the intra-component communication while the facades cover
the inter-component communication (cf. Section 2.1). To implement a Creol class,
we can use only the ports and events specified in the facades. Note that the use
of ports is restricted to reading from an inport or writing to an outport. Since the
inter-component communication is coordinated exogenously by the network, the
components are not allowed to alter the port bindings; instead, they have to raise
an event to request a reconfiguration of the communication network structure.
Next, we provide implementation models for the interfaces in terms of Creol
classes. The client offers a search method to the user. To perform a search, the
client makes a request to the broker. The event openCS<req, ans>(key; found) provides
the ports req and ans to be reconfigured, plus the parameters key and found. If the
data identified by key is available, the broker connects the given ports to a server
holding the data and reports via found the success of the search. Otherwise, the
ports are left unchanged and the failure is reported via found. If successful the client
expects its ports to be connected properly and communicates the data via its ports.
For simplicity, a client only operates one search at a time. Nevertheless, the user
can issue multiple concurrent search requests. The requests are buffered and served
in an arbitrary order (due to the nondeterministic scheduling policy) one at a time.
1
2

c l a s s C l i e n t I m p ( s t o r e : S t o r e C l i e n t P e r s p e c t i v e , r e q : o u t p o r t , ans : i n p o r t )
i n s i d e Peer implements C l i e n t begin
with User op s e a r c h ( in key : Data out r e s u l t : Data ) ==
var found : Boolean ;
raise event openCS<req , ans >(key ; found ) ;
i f ( found ) then
r e q . w r i t e ( key ; ) ;
ans . t a k e ( ; r e s u l t ) ;
! s t o r e . add ( key , r e s u l t )
end ;
raise event c l o s e C S <req , ans >()

4
5
6
7
8
9
10
11
12
13

end

To obtain the result of the search, the client uses a synchronous call to the ans
port. The update regarding the new data is sent to the data-store asynchronously
! store .add(key, result ) . Using asynchronous communication the client can already con-
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tinue execution while the data-store is busy processing the changes. The client is a
passive object, i.e., it does not specify a run method.
The server object is active in the sense that it starts its operation upon creation
by defining the run method. It repeatedly reads data requests from its req port and
reports the results on its ans port.
1
2
3
4
5
6
7
8
9
10
11
12

c l a s s ServerImp ( s t o r e : S t o r e S e r v e r P e r s p e c t i v e , r e q : i n p o r t , ans : o u t p o r t )
i n s i d e Peer implements S e r v e r
begin
op run ==
var key , r e s u l t : Data ;
raise event openSS<req , ans > ( ) ;
r e q . t a k e ( ; key ) ;
s t o r e . f i n d ( key ; r e s u l t ) ;
ans . w r i t e ( r e s u l t ; ) ;
raise event c l o s e S S <req , ans > ( ) ;
! run ( )
end

By raising the event openSS<req,ans>(), a server announces its availability to the
broker. This synchronous event returns whenever a request is made for some data
on this server. Having provided the ports along the event, the server object expects
to be connected to the requesting client, and reads the key to the requested data
from its req port. The server looks up the data corresponding to the key in the
data-store using the find operation. The result is sent back on the ans port. The
event closeSS announces the accomplishment of the transaction. Finally, the server
repeats the same process by calling the run method again.
3.2

Validation of the Model

Creol programs and models can be executed using the rewriting mechanism in
Maude [5]. Maude offers different modes of rewriting and additional capabilities
for validation, e.g., a search command and the means for model checking. Credo
offers techniques to analyze parts of the system in isolation; on the lowest level, to
analyze the behavior of a single (active) object in isolation.
Credo also offers techniques to analyze, in a black-box manner, the behavior of
a component modeled in Creol, by interaction via message passing. This allows for
both describing and analyzing systems in a divide-and-conquer manner. Thus the
developer has the choice of developing the system bottom-up or top-down.
Although Creol allows modeling systems on a high level, the complete model
might still be too large to be analyzed or validated as a whole. By building upon
the analysis of the individual components, compositional reasoning still allows us
to validate the system.
3.2.1 Conformance Testing of the Model
In the context of the Creol concurrency model, especially the asynchrony poses
a challenge for validation and testing. Following the black-box methodology, an
abstract component specification can be given in terms of its interaction with the
environment. However, in a particular execution, the actual order of outputs is-
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sued from the component may not be preserved, due to the asynchronous nature
of communication. To solve this problem, the conformance of the output to the
specification is checked only up-to a notion of observability [8].
The existing Creol interpreter is combined with an interpreter for the abstract
behavior specification language to obtain a specification-driven interpreter for testing and validation [8]. It allows a form of run-time assertion checking of the Creolmodels, namely for compliance with the abstract specification.
We can derive a specification for an object directly from the structural interfaces and the behavioral interfaces. The specification of the implementation of the
ServerSide can be derived from the facade depicted in Section 2.1 and the behavioral interface depicted in Section 2.2. The facade determines the direction of a
communication, i.e., whether it is incoming or outgoing communication. For the
specification the direction is inverted - the specification ‘interacts’ with the object
to analyze it. The order of the events is determined by the behavioral interface.
The specification language features, among others, choice (between communication in the same direction, i.e., incoming only or outgoing only) and recursion. As
an example, we give the specification of a server:
ϕS = hevent register(keyList)i? . rec X . hevent openSS()i? .
hport s.sReq(key)i! . hport s.sAns(data)i? .
hevent closeSS()i? . X
To test our executable model ServerImpl for conformance with respect to the behavioral interface description, we have to translate this specification to Creol and in
the next step to Maude. The specification in Maude is executed together with the
model. We can relate the inputs and outputs of the method calls. With the datastore at hand, we can specify via the method parameters that the data delivered
along the sAns port of the server is actually the data identified by the key. Though
this needs to be done on the level of the Maude code.
The object is executed together with the specification in a special version of
the Maude interpreter customized for the testing purpose. The programmer can
track down the reason for a problem according to the Maude execution. This can
be either a mistake in the executable model or a flaw in the behavioral model,
i.e., the specification. The interpreter reports an error if unexpected behavior is
observed, i.e., an unspecified communication from the object to the specification,
or a deadlock occurs.
3.2.2 Simulation
The conformance testing introduced in the previous section is already a simulation
of a part of the system, i.e., the object under test. We can even use a modified
version of the above testing interpreter to get rid of the error reporting. Please
note that the Maude interpreter of Creol is a set of rewrite rules which reduces the
modification of the interpreter in this case to deletion of the rules dealing with the
error reporting.
Furthermore we can use the facades and behavioral interfaces of section 2 to
derive a Creol skeleton of network. Filling in the details of the network manager
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we get a Creol model of the network. With the Creol models of the components at
hand we get a Creol model of the entire system which can be executed in Maude.
We can use Maude to steer the execution of the model on different levels. We
can use the different built-in rewriting strategies, use Maude’s search command
to search for an execution leading to a designated program state, or use Maude’s
meta-level to control the details of the execution by controlling the application of
the rewrite rules.
With the above simulation strategies, we can use Maude’s model-checking facilities. In general, the simulation is non-deterministic, which means, that only part
of the specified behavior is covered. Therefore, the user gets to see only part of
the wished behavior, or, worse still, unwanted, erroneous behavior is missed. Using
Maude’s search facility allows to explore the search space systematically. A general
limitation of model checkers is the state space explosion, which makes larger systems
unmanageable, when it comes to model checking. By analyzing parts of the system
in isolation we reduce the state space explosion. Furthermore, Creol as a modeling language allows to represent the system in a high-level, abstract manner, and
concentrate on the crucial design-choices, which furthermore increases the chances
to be able to model-check such as model. The use of the Maude implementation
based on rewriting theory finally helps in dealing with the asynchronous nature of
communication: as mentioned, the asynchronicity is represented by some form of
equivalence on the traces, which can directly be represented as equivalence in the
Maude rewriter. This allows the execution engine to more efficiently represent the
state space (by working on the normal forms instead of exploring all re-orderings
one by one).
3.2.3 Conformance Testing of the Implementation
We use a formal testing process to provide the necessary links between behavioral
interfaces, Creol models, and the actual implementation. Behavioral interfaces provide test scenarios, patterns of interactions between the components. A test case
created according to a test scenario represents a functional description, but does
not guarantee a good coverage of the model. To optimize the coverage, dynamic
symbolic execution is used to analyzes execution paths through the Creol model to
find representative test cases while avoiding redundancies in the test suite [9].
Once a test suite is created, the next step in testing is executing the tests on
the implementation and reaching a test verdict to check the conformance between
model and implementation. Testing a concurrent system involves validating both
functional and nonfunctional aspects. Functional aspects can be covered by standard techniques like runtime assertions in the implementation and unit testing. To
test the concurrency behavior of an implementation against its model we use the
observation that typically the Creol model and the implementation share a common
structure with regard to high-level structure and control flow. It is therefore reasonable to assume that, given equivalent stimuli (input data), they will behave in
an equivalent way with regard to control flow. To test this assumption, the implementation is instrumented to record events and use this instrumentation to record
traces of observable events, then instrument the model to restrict its execution flow
to the recorded trace. If the model can successfully play back the trace recorded
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x>5
invoke[openSS][self][Peer]!

reg_upd[Peer]!

invoke[confirmSS][Peer][self]?

deadline = XD
invoke[register][self][Peer]!
deadline = MD
x>5
invoke[openCS][self][Peer]!
deadline = XD
x>5
invoke[closeCS][self][Peer]!
deadline = MD, x = 0

x>5
invoke[closeSS][self][Peer]!
deadline = MD, x = 0

oc_os?
x=0

invoke[confirmCS][Peer][self]?
reg_upd[Peer]?
x=0
oc_os!

open_upd[Peer]!

open_upd[Peer]?

invoke[update][self][Peer]!
deadline = XD

Fig. 6. The behavioral interface of broker modeled in timed automata

from the implementation (and the implementation produces the correct result(s)
without assertion failures), then the test case is successful. The Creol model is used
as test oracle for the execution of the test cases on the actual implementation [1].
3.3

Schedulability Analysis

In this section, we explain how to model the real-time aspects of the peer-to-peer
system using timed automata and the Uppaal model checker [15]. An object or
component is called schedulable if it can process all its tasks in time, i.e., within their
designated deadlines. We demonstrate the schedulability analysis process [7,11] on
the broker object in the peer-to-peer model, which is the most heavily loaded entity
in this system.
In the real-time model of an object, we add explicit schedulers to object specifications. For schedulability analysis, the model of an object consists of three parts:
the behavioral interface, the methods and the scheduler.
Behavioral interface. To analyze an object in isolation, we use the behavioral
interface as an abstract model of the environment. Thus, it triggers the object methods. Fig. 6 shows the behavioral interface of the broker augmented with real-time
information. The automata in this figure are derived from the behavioral interface
of Peer (in Section 2) by removing the port operations. To send messages, we use
the invoke channel, with the syntax invoke[message][sender ][ receiver ]! . For specifying the
deadlines associated to a message, we use the variable deadline.
In Fig. 6, we use the open upd and reg upd channels to synchronize the automata
for Peer with ClientSide and ServerSide, respectively. Additionally, the automata for
ClientSide and ServerSide are synchronized on the oc os channel; this abstractly models
the synchronization on port communication between the components in which the
broker is not directly involved. This model allows the server side of any peer to
be able to match with the client side of any peer (abstracting from the details of
matching the peers).
The confirmCS and confirmSS messages model the confirmation sent back from the
broker to the open session requests by the peers. In the implementation, this will
be an implicit reply which is therefore not modeled in the behavioral interfaces of
the peers in Section 2. These edges synchronize with the method implementations
(explained next) in order to reduce the nondeterminism in the model.
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invoke[confirmClient][caller][self]!
x == 1
x <= 1
finish[self]!
start[openCS][self]?
x=0

x >= 1
x <= 1

finish[self]!

start[register][self]?
x=0

Fig. 7. Method automata for handling openCS and register events

Methods. The methods also use the invoke channel for sending messages. Fig. 7
shows the automata implementation of two methods for handling the openCS and
register events. In openCS, and similarly in every method, the keyword caller refers to
the object/component that has called this method. The scheduler should be able
to start each method and be notified when the method finishes, so that it can start
the next method. To this end, method automata start with a synchronization on
the start channel, and finish with a transition synchronizing on the finish channel
leading back to the initial location. The implementation of the openCS method
involves sending a message confirmCS back to the sender, while the register method
is modeled merely as a time delay.
3.3.1 Checking Schedulability
When an object is instantiated, an off-the-shelf scheduler can be selected and (possibly) tailored to the particular needs of the object. For an object, one should make
a network of timed automata in Uppaal by instantiating the automata templates
for methods, behavioral interface and the scheduler. There are two conditions indicating that a system is not schedulable:
(i) The scheduler receives a new message when the message queue is already
full. In theory [11], a schedulable object needs a queue length of at most
ddmax /bmin e, where dmax is the biggest deadline value used and bmin is the
smallest execution time of all methods.
(ii) The deadline of at least one message in the queue is missed.
In either of the above cases, the scheduler automaton goes to a location called
Error. This location has no outgoing transitions and therefore causes deadlock.
Therefore, a lack of deadlock implies schedulability, as well as correct output behavior for the object.
Due to the high amount of concurrency in the model, model checking is of limited
use. Nevertheless, we can use the simulation feature of Uppaal[17] for analyzing
bigger systems. We can measure the worst-case response time for each message,
which identifies a lower bound for the deadline value in a schedulable system.

4

Conclusions

The Credo project has been successful in developing modeling and analysis techniques addressing highly reconfigurable distributed systems. In this paper, we described when and how to use these tools and techniques at the design stage of a
software development process. At a high level of abstraction, the dynamic connections between the components are modeled using data-flow networks and verified,
e.g., for absence of deadlock. Then an abstract object-oriented model of the implementation is devised in Creol, which has an executable formal semantics. This
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model can be used for further analysis of functional as well as non-functional properties, e.g., schedulability. The conformance between the object-oriented and dataflow
models as well as the conformance between an implementation in a programming
language and the Creol model is tested.
The process described in this paper can be integrated in the existing software
development methodologies which support component-based modeling, and thus
enhance them with support for formal modeling and analysis of dynamically reconfigurable distributed systems. In future, we intend to broaden the scope of the
Credo modeling language and its corresponding tool suite in order to support the
full development life-cycle of large-scale, open systems. This involves, on one hand,
integrating models of software architecture into the process; and on the other hand,
working further on deployment concerns such as scheduling.
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Abstract
Static program analysis complements traditional dynamic testing by discovering generic patterns and relations in source
code, which indicate software deficiencies such as memory corruption, unexpected program behavior and memory leaks.
Since static program analysis builds on approximations of a program’s concrete behavior there is often a trade-off between
reporting potential bugs that might be the result of an over-approximation and silently suppressing those defects in that grey
area. While this trade-off is less important for small files it has severe implications when facing large software packages,
i.e., 1, 000, 000 LoC and more. In this work we report on experiences with using our static C/C++ analyzer Goanna on such
large software systems, motivate why a flexible property specification language is vital, and present a number of decisions
that had to be made to select the right checks as well as a sensible reporting strategy. We illustrate our findings by empirical
data obtained from analyzing the Firefox source code.
Keywords: Static analysis, false positives, experience report

1

Introduction

Traditional software testing is an integral part of the software quality assurance process to
validate the overall design, to find bugs in the implementation and to increase trust in the
correctness of a system. The advantage of traditional testing is that functional behavior
of the software can be examined for the real implementation on the real hardware. This
stands in contrast to, e.g., purely model-based approaches. The disadvantage is that testing
explores typically only a limited number of program behaviors. Even if all program paths
are explored, only a limited set of inputs can be examined, and significant manual effort
is required to find the appropriate test cases. One of the most significant disadvantages is
that testing does not scale well to large code bases. There are typically an overwhelming
number of test cases to consider to achieve a satisfactory coverage.
Static program analysis [1,18] can alleviate some of the aforementioned disadvantages.
In contrast to traditional testing, static program analysis does not execute the implementation, but analyzes the source code for known dangerous programming constructs, for
combinations of those and their causal relationships, and the impact of potentially tainted
input. Typical examples in C/C++ are null pointer dereferences, accessing freed memory,
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memory leaks, or creating exploits through buffer overruns. These types of bugs are only
found to the extend in that they affect the functional behavior, and since traditional testing
is focussed on checking the functional behavior of the system, finding these types of bugs is
more often a welcomed side-effect, rather than intentional. Because static program analysis
can pinpoint those software deficiencies directly, and because it is scalable to large code
bases and can be run fully automatically, it is a way to complement traditional testing.
Static program analysis cannot always be precise, since it does not execute the real code,
but examines syntactic relations within the source code. This means, over-approximations
are used to estimate the actual program behavior. This almost inevitably leads to false
alarms, i.e., warnings which are spurious and do not correlate to any actual execution. In
addition to these false alarms, there are warnings that pinpoint code where the programmer
bends the rules of the C/C++ standard, often to achieve efficiency. From the programmers’
perspective these warnings are often also considered to be false alarms. The art of static
program analysis is to minimize this grey area of potential false alarms of either type. There
are three options: Not reporting any bugs that might be the result of over-approximations,
adding semantic information to the analysis to make the approximation more precise, or
reverting to an under-approximation all together, i.e., only consider definite bugs in the
analysis.
In this paper we present a number of results and experiences of developing a static
program analyzer from a tool builder’s point of view. In particular we look at common
software bugs and potential false alarms, which we discovered in large source code bases.
False alarms in this work comprise false positives as defined by formal language semantics,
as well as unnecessary or superfluous alarms from a tool user’s point of view. Based on
practical observations we present a number of dimensions to classify properties and bugs,
and give detailed explanations why we believe those dimensions to be appropriate and
substantiate this by several example deficiencies found in a large existing code base.
Moreover, we suggest practical measures and analysis techniques to improve static program analysis results in general. To support our claims, we implemented some of those
measures in our static analyzer Goanna and report on the qualitative results we obtained
from analyzing the source code of Firefox, which has around 2, 500, 000 LoC after preprocessing.
The paper is structured as follows: In the subsequent Section 2 we summarize the different classes of static program analysis techniques and typical approaches by modern static
analysis tools. We briefly describe the underlying technology of our own analyzer Goanna
in Section 3. The focus of this work is Section 4 where we discuss the dimensions for classifying bugs, give example deficiencies, as well as measures for improvement. Section 5
presents empirical data based on analyzing Firefox, before Section 6 concludes the paper.

2

Dimensions of Static Program Analysis

Static program analysis is a term that was coined by the compiler community for a set of
techniques to investigate program properties without actually executing the program. In
recent years those techniques have become popular not only for compiler optimization,
but to find certain patterns in programs, that indicate bugs or, more generally, software
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deficiencies.
In the latter half of this paper we introduce a number of categories that can be used
to classify warnings, which in turn help to select appropriate analysis techniques. In this
section we briefly touch on the different types of static analysis techniques. The simplest
type of analysis is just searching for keywords, potential dangerous library calls and the
like without considering any structural or additional semantic information of the program.
The more sophisticated the analysis becomes the more computation is typically required,
potentially slowing the analysis down. We consider the following classes of analysis techniques:
Flow-sensitive analysis takes into account the control flow of a program while a flowinsensitive analysis does not. E.g., taking loops and branching behavior into account are
characteristics of a flow-sensitive analysis while typical text searches are insensitive.
Path-sensitive analysis considers only valid program paths. This means, more program
semantics is considered like variable values conditionals that enables the analysis to
distinguish between feasible and infeasible paths.
Context-sensitive analysis takes the calling context of a function such as the states of
input parameters and global variables into account. It is a special case of inter-procedural analysis, because it not only considers whole-program information, but the actual
different program states in which a function is called.
Naturally, the more information that is available, the better the analysis results become.
However, from a practical point of view collecting and computing semantic information
can result in excessive computation, and slow down the analysis to a point where it is not
scalable to larger programs. In most circumstances a static analysis tool is only regarded
as useful if the analysis time is roughly in the same order of magnitude as the compilation
process and not several orders of magnitude higher.
Apart from the semantic depth of the analysis there is a classification on the type of
approximation. We distinguish between may- and must-analyses.
May-analysis considers over-approximations of program behavior. May analysis, for example, might return as a result for a loop that indicates a specific variable is written after
the loop, even if the analyzer itself cannot decide if this loop ever terminates.
Must-analysis considers under-approximations of program behavior. Must analysis will
not return, for the loop example above, that the same variable is written, as it only considers those effects that are guaranteed to happen.
While may-analysis can turn up significantly more bugs, the detected bugs may not
exist in the actual program behavior due to infeasible paths or infeasible data dependencies.
In this context these warnings are called false positives (or false alarms). Must-analysis,
however, might miss bugs due to the nature of under-approximation. We call these false
negatives.
To complicate matters further, modern static program analyzers often mix over- and
under-approximations within the same analysis. For instance, the semantics of pointer
arithmetic might be under-approximated and the semantics of a loops over-approximated.
While not sound, those frameworks have proven to be most effective in turning up many
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1

void foo() {

2

int x, *a;

3

int *p=malloc(sizeof(int));

4

for(x = 10; x > 0; x--) {

5

a = p;

6

if(x == 1)

7

free(p)

8
9

l0
l1 mallocp
l2
l7
l3 usedp
f reep
l5

}
}

l4
l6

Fig. 1. Example program and labeled CFG for use-after-free check.

bugs without generating many false alarms at the same time [9]. Another complication
is that the term false alarm is often used in a different way, motivated from the point of
view point of a developer, or from the point of view of a tester. Section 4 discusses these
alternative uses.

3

The Goanna Approach to Static Analysis

In this work we use an automata based static analysis framework that is implemented in
our tool Goanna. In contrast to typical equation solving approaches to static analysis, the
automata based approach [13,7,21] defines properties in terms of temporal logic expressions over annotated graphs. The validity of a property can then be checked automatically
by graph exploring techniques such as model checking [4,19]. Goanna 1 itself is a close
source project, but the technical details of the approach can be found in [10].
The basic idea of our approach is to map a C/C++ program to its corresponding control
flow graph (CFG), and to label the CFG with occurrences of syntactic constructs of interest.
The CFG together with the labels can easily be mapped to the input language of a model
checker or directly translated into a Kripke structure for model checking.
A simple example of this approach is shown in Fig. 1. Consider the contrived program
foo which is allocating some memory, copying it a number of times to a, and freeing the
memory in the last loop iteration.
One example of a property to check is whether after freeing some resource, it still might
be used. In our automata based approach we syntactically identify program locations that
allocate, use, and free resource p. We automatically label the program’s CFG with this
information as shown on the right hand side of Fig. 1. This property can then be checked
by the following property in Computation Tree Logic (CTL):
AG (mallocp ⇒ AG (f reep ⇒ ¬EF usedp )),
where AG stands for “for all paths and in all states” and EF for “there exists a path and
there exist a state”. This means that whenever there is free after malloc for a resource
1
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p, there is no path such that p is used later on.
One advantage of this automata based approach is that properties can be modified easily
to express stronger/weaker requirements by changing the path quantifier, i.e., changing an
A to an E and vice versa. The following property
AG (mallocp ⇒ AG (f reep ⇒ ¬AF usedp )),
is only violated if the resource p is used on all paths after being freed. While this relaxed
property does not pick up as many bugs as the previous one, it also does not create as many
false alarms. This is one way to tune a static program analyzers.
For properties defined in temporal logic a model checker can automatically check if
they are true. The first property of the example does not hold for the labeled CFG, while
the associated requirement – a resource is not used on any path following a free – does
hold for the program. This is obviously a false alarm. The reason is that the model only
contains the CFG and the labels, but does not reflect the semantic fact that p is only freed in
the last loop operation and never accessed afterwards. The second property, however, will
be true, as there is always at least one path, namely exiting the loop after the free-operation,
where there is no access to p after free.
Tuning the strictness of different checks can be one way to improve the bug/false-alarm
ratio, another option is to add more semantic information and reflect the fact that it is
semantically impossible to access p after a free operation. We implemented a false path
elimination strategy based on interval constraint solving that does exactly this. Hence, our
implementation can use the first check to find all possible bugs and still rule out many false
positives automatically.
We implemented the whole framework in our tool Goanna. Goanna is able to handle
full C/C++ including compiler dependent switches for the GNU gcc compiler and uses the
open source model checker NuSMV [3] as its generic analysis engine. The run-times are
typically in the order of the compilation, i.e., we experience an average overhead of 2 to 3
times the compilation time.
With respect to the dimensions introduced in Section 2, Goanna’s analysis can easily
be tuned from a may- to a must-analysis (and vice versa) by changing the path quantifier of
a property. Moreover, Goanna falls into the category of flow-sensitive, path-sensitive, but
unsound program analyzers. This means, Goanna takes the structure of the program into
account by always analyzing along the paths in the CFG, it reduces the set of feasible paths
by false path elimination and approximates the semantics of different C/C++ constructs
differently. This is very much in line with other modern static program analysis tools
[6,15,11]. Although Goanna is not yet analyzing inter-procedurally the examination of bug
classes and tuning options in the latter remains largely the same.

4

Classification of Properties and Bugs

The most commonly asked question about static analysis tools is to quantify the false positive rate. This is a seemingly straightforward question, but the answer depends very much
on the context.
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From a developer’s point of view false positives refer to warnings that are useless clutter, while true positives are warnings that compel the developer to fix the code. The bug
tracking software Fogbugz, for example, distinguishes between “Must Fix” and “Fix If
Time” bugs. The decision in which category a warning falls, may depend on the application area, the life cycle of a project, or the maturity of the code, but is to some extent
subjective. A deficiency in mature, well tested code might not be fixed unless there is a
serious potential for malfunction, out of a concern that tampering with the code might introduce new bugs. In contrast, even minor deficiencies are likely be fixed in new code, to
ensure maintainability of the project in the future.
From the perspective of testing it matters if a deficiency occurs always or under certain circumstances only. Bugs that occur predictably in every run are easy to find. The
only penalty for finding them through testing is that valuable resources have to be spent.
In contrast, deficiencies that are data or configuration dependent are much harder to find,
since it requires a developer to find specific test cases that expose the bug. Since exhaustive
testing is often prohibitive, these kinds of bugs can go undetected for a long time before
they manifest themselves. Data-dependent deficiencies are also a common cause for security exploits. Bugs that occur always are also called Bohrbugs, while bugs that occur only
incidentally are called Heisenbugs [12]. In static analysis there is a third category of warnings, namely those that do not cause any functional misbehavior, but reflect bad coding
practice. Deficiencies in this category cannot be found through testing, but only through
code inspection or static analysis.
From the perspective of formal language theory true positives are warnings that refer to
actual behavior as defined by the program semantics, while false positives refer to warnings
that are logically impossible. This classification can either be made locally, by flow- or
path-sensitive analysis, or globally, by context-sensitive analysis. With local path-sensitive
analysis a warning is a true positive if there exist input to the function, such that the error
path becomes possible. With a context-sensitive analysis a warning is only a true positive,
if the rest of the system is actually able to provide such an input. If the rest of the system
can guarantee that such an input is impossible, the subsystem can use this as an assumption,
and guarantee correct behavior under this assumption.
For the development of effective static analysis tools neither of these categories alone
are sufficient to consider. It is quite easy to produce warnings that are logically possible,
refer to deficiencies that manifest itself always, but will not compel a seasoned developer
to change the code. On the other hand, there are warnings that motivate a developer to
fix code, even if in the particular instance it has no functional consequences, since fixing
increases robustness and extensibility of the code base.
As tool developers we identified three dimensions to judge the quality of warnings.
Severity: high, medium, low.
Incidence: always, sometimes, never.
Correctness: correct, intra-procedural over-approximation, inter-procedural over-approximation.
In the remainder we will discuss each of these categories in detail and provide details
to illustrate that the categories are not necessarily correlated, e.g that severity can be inde-
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/*file: netwerk/streamconv/converters/ParseFTPList.cpp */
92
unsigned int numtoks = 0;
...
98
if (carry_buf_len) /* VMS long filename carryover buffer */
99
{
100
tokens[0] = state->carry_buf;
101
toklen[0] = carry_buf_len;
102
numtoks++;
103
}
104
105 pos = 0;
106 while (pos<linelen && numtoks<(sizeof(tokens)/sizeof(tokens[0])) )
107
{
...
111
if (pos < linelen)
112
{
...
117
if (tokens[numtoks] != &line[pos])
118
{
119
toklen[numtoks] = (&line[pos] - tokens[numtoks]);
120
numtoks++;
121
}
122
}
123
}
124
-> 125 linelen_sans_wsp=&(tokens[numtoks-1][toklen[numtoks-1]])-tokens[0];
Table 1
Warning for a potential out-of-bounds violation on array subscript numtoks in line 125.

pendent from incidence. All examples are taken from the Firefox code base [17].
4.1

Severity

The severity of a warning can be either high, medium or low, and this is typically how
developers categorize bugs. Security flaws, even if they have benign causes or only occur
under very specific circumstances, can be more severe than errors that have an immediate
impact on functionality. A warning might have medium or high severity, even if close manual inspection cannot establish conclusively, whether there is an actual execution producing
the bug. Just the chance for the deficiency to create a run-time bug is sufficient reason to
change the code.
Out-of-bounds errors are typical example of deficiencies that are considered harmful.
Table 1 depicts an example. The first line comment gives the file name and path in the
Firefox code base [17]. The code fragment uses an unsigned (positive) integer numtoks as
array subscript, which is initialized to 0 in line 92. The subscript may be incremented in line
102 and 120, depending on whether certain conditions are true. Variable numtoks will not
be updated in line 102, if the condition (carry buf len) in line 92 is false. If the whilecondition in line 106 evaluates to false, numtoks will not be incremented, and neither of
the if-conditions in 111 or 117 evaluate to false. Thus, it is possible that numtoks is
not incremented at all before line 125. If this case happens tokens[numtoks-1] will
access an element outside of the array leading to a potential buffer overrun.
It is interesting to note that out-of-bounds accesses are not necessarily functional errors.
Using the array subscript −1 to refer to the last element of the previous array in multidimensional arrays is a common and accepted practice. An out-of-bounds warning for such
common use would have a very low severity. This is however not the case in this example.
Variable numtoks is an unsigned integer, which suggests the index should be bounded to
positive integers, and it is unclear if the predecessor array for tokens is defined in any
meaningful way. For this reason this warning was classified to have medium severity.
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/*file: /mozilla/js/src/fdlibm/e_asin.c */
127
if(ix<0x3e400000) {
/* if |x| < 2**-27 */
128
if(really_big+x>one) return x;
129
} else
130
t = x*x;
-> 131
p = t*(pS0+t*(pS1+t*
(pS2+t*(pS3+t*(pS4+t*pS5)))));
132
q = one+t*(qS1+t*(qS2+t*(qS3+t*qS4)));
133
w = p/q;
134
return x+x*w;
Table 2
Warning for an uninitialized variable caused by an accidental “braceless” else-branch
/* file:/obj/dist/include/xpcom/nsWeakReference.h */
90 inline
91 nsSupportsWeakReference::˜nsSupportsWeakReference()
92
{
-> 93
ClearWeakReferences();
94
}
Table 3
Warning for non-virtual destructor ClearWeakReferences() in an abstract class.

/*file: /js/src/fdlibm/e_sqrt.c */
142 double z;
...
218 if((ix0|ix1)!=0) {
219
z = one-tiny; /* trigger inexact flag */
...
229 }
...
-> 234 u.d = z;
235 __HI(u) = ix0;
236 __LO(u) = ix1;
237 z = u.d;
238 return z;
Table 4
Warning for use of an uninitialized variable z in line 234, caused by a conditional initialization in line 219.

Out-of-bound errors illustrate that warnings of the same category, can in a certain context be permissable or even common practice. For tool developers this introduces the problem that it is not sufficient to look at the program semantics in isolation, but it is also
necessary to look at the programmers’ intent.
Table 2 shows as an example of an uninitialized variable. In this example, variable t
will only be initialized in the else-branch in line 130. In line 131 variable t will however
be used regardless of whether it was initialized. From indentation it appears that the entire
block from line 130 to line 134 was intended to be in the else-branch. In this case, the actual
error, missing braces, was caught because it caused the use of an uninitialized variable.
This deficiency had been present in the code for several years, but it was not found through
testing or bug reports by users, since this code fragment is only invoked for a rare platform.
Although obviously a bug, it was classified to have a low severity.
Table 3 shows a warning for using a non-virtual destructor in an abstract class. The
problem with this construct is that even if a subclass defines its own destructor, it will use
the destructor of the abstract class. This might have unexpected consequences – unexpected
from the developers point of view, consequences that may include memory leaks. Although
the use of a non-virtual destructor in an abstract class may not result in unexpected behavior
if all developers are carefully aware of this, it might become a legacy problem. Even if there
is no effect, and even if the associated misbehavior never occurs, this warning is considered
important enough for developers to change the code.

45

/* file:dom/src/offline/nsDOMOfflineLoadStatusList.cpp */
495 NS_IMETHODIMP
496 nsDOMOfflineLoadStatusList::Observe(nsISupports *aSubject,
497
const char *aTopic,
498
const PRUnichar *aData)
499 {
-> 500
nsresult rv;
501
if (!strcmp(aTopic, "offline-cache-update-added")) {
502
nsCOMPtr<nsIOfflineCacheUpdate> update=do_QueryInterface(aSubject);
503
if (update) {
504
UpdateAdded(update);
505
}
506
}else if (!strcmp(aTopic, "offline-cache-update-completed")) {
507
nsCOMPtr<nsIOfflineCacheUpdate> update=do_QueryInterface(aSubject);
508
if (update) {
509
UpdateCompleted(update);
510
}
511
}
512
513
return NS_OK;
514 }
Table 5
Warning for an unused variable rv in line 500.

4.1.1 Tuning Implications.
One of the conclusions to be drawn from the above observations is that it is necessary
to embed different severity levels for warnings in a static program analyzer. While, e.g.,
null pointer dereferences, out-of-bounds errors and potential memory leaks should get a
relatively high severity level, code cleanliness such as unused values or dead code should
generally get a lower severity level. However, since different stages of product development
might have different requirements, it is advisable to make those categories configurable and
let the user decide which properties should go into which severity level.
Goanna is highly configurable, users can place different properties into different severity levels and they can also create their own groups. For instance, having a group for ongoing development and a group for legacy code checks. Goanna can be adapted according to
the user’s needs which are not fixed a priori.
4.2

Incidence

The incidence of a warning refers to whether the associated behavior/bug happens always,
or only for some runs. Finding a bug through testing gets harder if the bug depends on
the configuration and/or input. An example of a input dependent bug is given in Table 4.
Variable z will be used uninitialized if the bit-wise comparison (ix0|ix1) in line 218
evaluates to false. Finding this deficiency through testing requires the construction of a
test input such that both variables ix0 and ix1 are equal to 0. Static analysis in contrast,
applies an abstraction to the possible input, and is therefore capable of pinpointing the
error. A drawback of this approximation through abstraction is that static analysis might
flag deficiencies that cannot occur, either because a certain combination of conditions never
occurs, or because a certain combination of input never occurs. In this example we only
have a single condition, and from the comment trigger inexact flag in line 219,
we conclude that the condition can be false. Otherwise the “inexact” case would be the
only case.
Table 5 shows an unused variable. Even though it might seem counterintuitive, this
warning points to a deficiency that occurs always; each run of the program declares the
variable, but never uses it. It should be noted that unused variables are almost never of
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medium or high severity. These deficiencies will only be removed, if at all, to clean up the
code. This is an example of a warning that reports a deficiency that manifests itself always,
is semantically correct, but still has a low severity.
4.2.1 Tuning Implications.
Catching bugs depending on their incidence can best be tuned by the analysis algorithms
used. Must-analysis is good at picking up bugs that will always occur, while may-analysis
picks up potential bugs on single executions. Moreover, a path-sensitive analysis can filter
out those combinations of conditions that are infeasible in the execution. To get a better
understanding of inputs from other parts of the program and to increase the precision of the
analysis a full context-sensitive approach should be used.
Goanna supports the fine tuning of properties by reasoning about some program path
or all paths as described in Section 3. Moreover, Goanna can automatically eliminate infeasible paths that are caused by a set of excluding conditions. Goanna does not perform
full context-sensitive analysis, yet. However, one can argue that every function should be
implemented defensively, i.e., inputs should be checked before being used to avoid unexpected crashes.
4.3

Correctness

For a given warning we need to decide if this warning corresponds to an actual execution
with respect to the program semantics. A warning can be spurious, i.e., the associated
behavior can be logically impossible for the following two reasons: First, because of an
over-approximation of the control flow, and second, because the context in which a function is used was over-approximated. Table 6 gives an example of two warnings that are
caused by an over-approximation of the control flow, in particular of the short-circuit operator &&. While the C and C++ standard leaves the evaluation order for some operators
explicitly undefined, i.e., it is compiler depended, it defines that the short-circuit operators
are executed from left to right. The concatenation of short-circuit operators in line 894 in
Table 6, evaluates first the variable doc, assigns then a value to variable shell, which
is then used in the third expression. To fix the spurious warnings it is sufficient to locally
refine the control flow graph to reflect this behavior.
Spurious warnings involving the context are much harder to fix. A typical example
is null-pointer analysis. Pointer arithmetic and aliasing are known to be hard problems,
and depending on the precision of the analysis do not scale to large code bases. Pointers
can be passed through several functions and modified in each of them, which requires an
inter-procedural and context-sensitive analysis. On the other hand there is an acceptable
level of spurious warnings for a null-pointer analysis, given that bugs that are caused by
null-pointer dereferences are often severe.
4.3.1 Tuning Implications.
Reducing false alarms resulting from intra- or inter-procedural over-approximations can
best be addressed by finer abstractions and specialized analysis algorithms. In the example above creating a fine grained CFG for the analysis of short circuit operators can help.
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/* file:/dom/src/base/nsLocation.cpp */
890 nsCOMPtr<nsIDocument> doc(do_QueryInterface(...));
891
892 nsIPresShell *shell;
893 nsPresContext *pcx;
-> 894 if (doc && (shell = doc->GetPrimaryShell()) &&
895
(pcx = shell->GetPresContext())) {
896
pcx->ClearStyleDataAndReflow();
897 }
Table 6
The condition on line 894 generates two spurious warnings. An uninitialized variable warning, and an unused assignment
warning, both of variable shell.

Moreover, a specialized inter-procedural pointer analysis taking aliasing into account can
also aid in reducing context-sensitive over-approximations. Often, incorrect warnings are
caused by one of the many exceptions, and corner cases that exist in C and C++. In this
case it is usually sufficient to refine the syntactic description of the properties on an intraprocedural level. This technique is also effective to cover coding practices that are not
according to standard, but nevertheless common.
Goanna has some experimental features for creating refined CFGs on demand and tracking pointer aliases through several functions in a modular way. It is, however, not fully
implemented yet and the results in the subsequent section are obtained without them.

5

Empirical Results

Our implementation is written in OCaml and we use as the back-end model checker NuSMV
2.3.1. The current implementation is an early version consisting mostly of intra-procedural
analyses for full C/C++. At the moment we have implemented 18 different classes of
checks. These checks cover, among others, the correct usage of malloc/free operations, use
and initialization of variables, potential null-pointer dereferences, memory leaks and dead
code. The CTL property is typically one to two lines in the program and the description
query for each atomic proposition is around five lines because of the need to cover many
exceptional cases.
We evaluate our tool with respect to run-time performance, memory usage, and scalability, by running it on a regular basis over nightly builds of the Mozilla code base for
Firefox. The code base has 1.43 million lines of of pure C/C++ code, which becomes
2.45 million non-empty lines after preprocessing. The analysis time including the build
process for Firefox is 234 minutes on a DELL PowerEdge SC1425 server, with an Intel
Xeon processor running at 3.4 GHz, 2 MiB L2 cache and 1.5 GiB DDR-2 400 MHz ECC
memory.
About 22% of the time is spent on generating the properties including NuSMV model
building, 55% on model checking itself, and about 16% on parsing and 9% on supporting
static analysis techniques such as interval constraint solving techniques. Some more runtime and scalability details can be found in [10].
The results of the regular runs over the Firefox code base are also used to evaluate the
quality of the warnings, and to document the evolution of the checks over time. To do
this we take a statistically significant random sample of the warnings for each check, and
analyze the warnings contained in the sample manually. By addressing the weaknesses, we
have reduced the number of warnings from over 48000 to about 8000. But since this is still
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very much ongoing work these figures are subject to significant changes. The reductions
were not uniform over the 18 different classes, and the different checks also have a different
potential for further reductions. The remainder of this section discusses the experiential
outcome for a selected group of checks.
Unused Parameter and Variables.
In the initial experiments unused parameters and variables accounted for more than
31000 warnings. An inspection of the warnings revealed that most of them were caused by
a structural use of unused parameters and variables throughout Firefox. This was obviously
an accepted coding practice, to achieve consistency throughout the code base, rather than
being accidental omissions or errors. It is interesting to note that all of these warnings were
semantically correct, pointing to behavior that occurs always, and thus are true positives
from a language semantics point of view. However, from a user perspective these warnings
are of a very low severity.
We divided the previous check into two checks to improve the significance: one that
flags all occurrences of unused variables, and a second that only flags those that are likely to
be unused inadvertently. The first check is by default disabled, and only using the second
check reduced the number of warnings to 113, which is a 99.65% reduction. This was
achieved by a slight modification of the associated syntactic requirements. This change
removed about 64% of the 48000 warnings, i.e., we removed a significant number of true
positives that happened always, were semantically correct, but of little interest.
Null Pointer Dereference.
One of the most common causes of bugs in C and C++ is the incorrect handling of
pointers. The first experiments resulted in more than 9000 warnings for dereferences of
potential null pointers. Many of those were caused by a conservative over-approximation
of the possible paths. By improving the syntactic requirements the number of warnings
was reduced to 1200. This number is still too high, and further improvements will have to
come from an improved path-sensitive analysis, but more importantly from an improved
context-sensitive analysis.
To identify a lower bound of null pointer warnings, we divided the one check into four
checks, distinguishing between definite paths and potential paths on one side, and between
potential and likely null pointers as detectable ny our analysis on the other hand. First
experiments show that a further reduction in warnings of about 75% is possible, but only a
context-sensitive analysis could provide definite answers.
Dead Code Analysis.
Dead code warnings are typically of a low severity, and our analysis tries to be very
careful about flagging dead code. From the early experiments on the warning for dead
code were almost always correct. However, we noticed that in a fair number of cases the
dead code was inserted on purpose. A typical example are switch statements that have a
return in each of the cases, which is followed by an additional return statement. Some
compilers complain about a missing return statement, even if there is one in each case of
the switch statement. Hence, developers add code which is actually dead. This and similar
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cases of dead code warnings account for about 25% of the warnings, and can be effectively
suppressed by changing the syntactic requirement. Moreover, programmers often add a
comment stating that some code is dead, but still keep it around.
Virtual Function Call in Destructor.
While a virtual function call in a destructor does not necessarily cause a problem, it
might result in memory leaks, and is considered bad coding practice, regardless of the
effects. Our analysis of the Firefox code base found 114 instances of such usages. From
those warnings, 105 refereed to the same macro that was used over and over again, and
thus caused as many warnings after preprocessing. This points to another way to improve
the usability of static analysis tools, namely to present to the user with a concise set of
warnings. Except for this duplication of warnings, the check itself was kept unchanged, as
all of the warnings are considered valuable.
Summary.
Overall, we achieved an 83% reduction in false alarms and very low severity warnings by mostly changing the precision of our rules. This was achieved by taking care of
particular programming styles and strengthening our CTL properties. Encoding checks as
CTL properties and switching from a may- to a must-analysis easily by changing the path
quantifier proved crucial to quickly adjust the granularity where needed.
Currently, our reported defect density is around 3.2 warnings per 1000 LoC for the
Firefox code base. The best state-of-the art checkers provide a defect density of around
0.35 for Firefox. While there appears to be a significant gap between those two numbers,
when neglecting low impact properties such as unused values and taking into account mustproperties only, we achieve a defect density of 0.36. However, those numbers can only
serve as a rough comparison, because we do not know about the exact checks commercial
tools are implementing, their reporting strategy or the exact techniques used. Nonetheless,
understanding programming styles, severity of bugs and the importance of scalability are
in a first analysis step more important than deep semantic analysis techniques.

6

Conclusions

In this work we presented our experiences in tuning static program analysis for large software systems. In particular we gave a classification of properties and bugs based on our
practical experiences in keeping the warning rate down to report relevant issues. We advocate that a crucial first step is to get familiar with programming styles and the oddities
in real code and to fine tune syntactic checks accordingly instead of applying an expensive semantic analysis right from the beginning. Typically static program analysis returns
a manageable set of warnings. In a future step, only this set should be subjected to full
context-sensitive analysis to keep the overall analysis scalable.
Related to our work is an evaluation and tuning of static analysis for null pointer exceptions in Java as described in [14]. The authors show that many null pointer bugs can
be found on a syntactic level without sophisticated semantic analysis. They show that fine
tuning syntactic checks is the key for good analysis results. A similar conclusion has been
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drawn in [20] where the authors studied coding patterns and use contextual information
based on domain knowledge to reduce the false positive rate. Ayewah et al. evaluate in [2]
the static analysis tool Findbugs, on Java source code. Their test bench contains the code
for Sun’s Java 6 JRE, Sun’s Glassfish JEE server, and portions of Google Java code base.
Their findings are similar to ours, but they report from a user’s perspective. In our paper
we describe the heuristics that can be used by developers of static analysis tools to increase
the quality of the warnings.
More information about prominent commercial static analyzers can be found in [8].
The authors compare a number of tools and point out their strength and weaknesses as well
as their experiences of using them within Ericsson. A more general comparison of some
static program analyzers including a discussion on bugs can be found in [5,16,22].
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Juggrnaut: Graph Grammar Abstraction for
Unbounded Heap Structures
Jonathan Heinen1 Thomas Noll2 Stefan Rieger3
Software Modeling and Verification Group
RWTH Aachen University
Aachen, Germany

Abstract
We present a novel abstraction framework for heap data structures that uses graph grammars, more precisely
context-free hyperedge replacement grammars, as an intuitive formalism for efficiently modeling dynamic data
structures. It aims at extending finite-state verification techniques to handle pointer-manipulating programs
operating on complex dynamic data structures that are potentially unbounded in their size. We demonstrate
how our framework can be employed for analysis and verification purposes by instantiating it for binary trees,
and by applying this instantiation to the well-known Deutsch-Schorr-Waite traversal algorithm. Our approach
is supported by a prototype tool, enabling the quick verification of essential properties such as heap invariants,
completeness, and termination.
Keywords: Hyperedge Replacement Grammars, Abstraction, Verification, Model Checking, Pointer
Programs

1

Introduction and Related Work

For analyzing pointer programs operating on dynamically allocated data structures,
abstraction techniques are indispensable. Accordingly, a wide variety of techniques
have been developed to tackle this problem, such as shape analysis [5,24], predicate
abstraction [2,8,18], regular model checking [7], and separation logic [17,22], which has
lately become a very active field of research.
As every state of the heap can be considered as a graph (interpreting cells as
vertices and pointers as edges), it is quite natural to model the dynamic behavior
of pointer programs by means of graph transformations. This analogy is the basis
of verification methods which analyze the behavior of graph transformation systems
[3,4,12]. In particular, there is a strand of research in which pointer manipulations
are represented by graph transformation rules [1,9,19,21].
However, almost all of these approaches suffer from the necessity to develop an
abstract transformation for each operation modifying a data structure, in a way that
1
2
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is dependent on the employed abstraction method to ensure the finiteness of the
state space. As the detailed analysis of [16] exemplifies, such abstract versions of the
concrete pointer operations are generally hard to find.
To tackle this problem, we have developed a novel framework – Juggrnaut (Just
Use Graph GRammars for Nicely Abstracting Unbounded sTructures) – which allows
to automatically derive abstract versions of pointer-manipulating operations, and
which has been introduced in [23]. Our approach is to model states of the heap
as hypergraphs, and to represent both pointer operations and abstraction mappings
by hypergraph transformations. More concretely we employ hyperedge replacement
grammars [10] to specify data structures and their abstractions. The key idea is
to use the replacement operations which are induced by the grammar rules in two
directions. By a backward application of some rule, a subgraph of the heap can be
condensed into a single nonterminal edge, thus obtaining an abstraction of the heap.
By applying rules in forward direction, certain parts of the heap which have been
abstracted before can be concretized again. Later we will see that the introduction of
concretization steps will avoid the necessity for explicitly defining the effect of pointermanipulating operations on abstracted parts of the heap: it is obtained “for free” by
combining forward rule application (if required), the concrete pointer operation, and
re-abstraction by backward rule application.
Another grammar-based approach to heap abstraction is presented in [13]. However, it only supports tree data structures. In contrast, the expressivity of hyperedge
replacement grammars does not only allow us to define abstractions for tree-shaped
data, but also for strongly connected structures such as cyclic lists [23].
Verification of the Deutsch-Schorr-Waite tree traversal algorithm has already been
considered in [7,15]. We thought it to be an interesting example for proving the
practical feasibility of our approach and for comparing our results with others. For
more details please consult Section 4.
Thus our approach is unique in that it offers a new, descriptive way for specifying
abstractions on a wide range of heap data structures. It supports dynamic memory
allocation (leading to unbounded heap sizes) and destructive updates. In addition it
is easily extendable to concurrent programs with dynamic thread creation along the
lines of [16].
The remainder of this paper is organized as follows. Sections 2 and 3 pick up
the required preliminaries from [23], respectively presenting the concept of hyperedge
replacement grammars and our heap abstraction technique (with a new application
example). Section 4 constitutes the main part of this paper and describes the verification of the Deutsch-Schorr-Waite tree traversal algorithm using our prototype tool.
Finally, Section 5 concludes the presentation.

2

Hyperedge Replacement

For the realization of the Juggrnaut framework we employ hyperedge replacement
grammars as they provide sufficient expressive strength for our application but are
context-free. In the following we introduce some notations that will be useful in the
specification of our framework.
Given a set S, S ⋆ is the set of all finite sequences (strings) over S including the
2
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empty sequence ε. For s ∈ S ⋆ the length of s is denoted by |s|, the set of all elements
of s is written [s], and by s(i) we refer to the ith component of s. Given a tuple
t = (A, B, C, ...) we write At , Bt etc. for the components if their names are clear from
the context.
The domain of a function f is denoted by dom(f ). For two functions f and g
with dom(f ) ∩ dom(g) = ∅ we define f ∪ g by (f ∪ g)(x) = f (x) if x ∈ dom(f ) and
(f ∪ g)(x) = g(x) if x ∈ dom(g). For a set S ⊆ dom(f ) the function f ↾ S is the
restriction of f to S. Every f : A → B is implicitly defined on sets f : 2A → 2B
and on sequences f : A⋆ → B ⋆ by point-wise application. By f [a 7→ b] we denote the
function update which is defined as usual. The identity function on a set S is idS .
Let Σ be a finite ranked alphabet where rk : Σ →
assigns to each symbol
a ∈ Σ its rank rk (a). We partition Σ into a set of nonterminals NΣ ⊆ Σ and a set
of terminals TΣ = Σ \ NΣ . We will use capital letters for nonterminals and lower
case letters for terminal symbols. We assume that both the rk function and the
partitioning are implicitly given with Σ. Hyperedge replacement grammars operate
on hypergraphs, which allow hyperedges connecting an arbitrary number of vertices.

N

Definition 2.1 A (labeled) hypergraph over Σ is a tuple H = (V, E, att, ℓ, ext ) where
V is a set of vertices and E a set of edges, att : E → V ⋆ maps each edge to a sequence
of attached vertices, ℓ : E → Σ is an edge-labeling function, and ext ∈ V ⋆ a sequence
of pairwise distinct external vertices (we omit this component if it is the empty word
ε).
We require that for all e ∈ E: |att (e)| = rk (ℓ(e)). The set of all hypergraphs over
Σ is denoted by HGraphΣ .
Thus edges, which are separate objects in the graph, are mapped to sequences
of attached vertices. The connections between hyperedges and vertices are called
tentacles. We will not distinguish between isomorphic copies of a hypergraph. Two
hypergraphs H1 and H2 are isomorphic if they are identical modulo renaming of
vertices and edges. A hypergraph H is called substantial if VH 6= [ext H ] or |EH | > 1.
To facilitate notation later on we introduce the notion of a handle which is a
hypergraph consisting of only one hyperedge attached to its external vertices.
Definition 2.2 Given X ∈ Σ with rk (X) = n, an X-handle is the hypergraph
X • = ({v1 , ..., vn }, {e}, [e 7→ v1 ...vn ], [e 7→ X], v1 ...vn ) ∈ HGraphΣ .
Definition 2.3 A hyperedge replacement grammar (HRG) over Σ is a set G of (production) rules, each of the form X → H with X ∈ NΣ and H ∈ HGraphΣ where
|ext H | = rk (X).
We denote the set of hyperedge replacement grammars over Σ by HRGΣ and
assume that there are no isomorphic production rules, i.e., rules with identical lefthand and isomorphic right-hand sides. With GX ⊆ G we denote the set of X-rules of
G (all rules in G with X as left-hand side).
Fig. 1 depicts a HRG generating fully branched 4 binary trees. Vertices are depicted as circles, edges as squares, and the numbered lines between squares and circles
are the tentacles. The only nonterminal is T (of rank one), and the letters l and r
4

A tree node has either both successors or none.

3
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Fig. 1. HRG for Binary Trees

(of rank two) are respectively used to model the left- and right-pointers. The small
numbers close to the connecting edges represent the order of the connected vertices
and the vertices shaded in gray are the external vertices.
Each HRG rule specifies for some nonterminal X a replacement hypergraph H
that will replace (the hyperedge labeled by) X when the rule X → H is applied.
When a hyperedge e labeled by a nonterminal is replaced, the external vertices of the
replacement graph are matched with the attached vertices of e. Thus a hyperedge
replacement represents a local change in the graph structure.
Definition 2.4 Let G ∈ HRGΣ , H ∈ HGraphΣ , p = X → K ∈ G and e ∈ EH with
ℓ(e) = X. Let EH−e := EH \ {e}. We assume w.l.o.g. that VH ∩ VK = EH ∩ EK = ∅
(otherwise the components in K are renamed). The substitution of e by K, J ∈
HGraphΣ , is then defined by
VJ = VH ∪ (VK \ [ext K ])

EJ = EH−e ∪ EK

ℓJ = (ℓH ↾ EH−e ) ∪ ℓK

ext J = ext H

att J = mod ◦ ((att H ↾ EH−e ) ∪ att K )
with mod = idVJ [extK (1) 7→ att H (e)(1), ..., extK (rk (e)) 7→ att H (e)(rk (e))]
e/K

e, G

We write H =⇒ J for the above replacement. H =⇒ J denotes that there is a rule
e/K
e, G
G
X → K ∈ G such that H =⇒ J. H =⇒ J is used if there is an e ∈ EH and H =⇒ J.
⋆
−1
G
G
G
The reflexive-transitive closure and the inverse of =⇒ are denoted by =⇒ and =⇒ ,
respectively.
The language of a grammar G ∈ HRGΣ consists of all terminal graphs (that is,
graphs that have only edges with terminal labels) derivable from a given starting
⋆
G
graph H ∈ HGraphΣ , i.e., L(G, H) = {K ∈ HGraphTΣ | H =⇒ K}.
With regard to the applications it is important to not have nonterminals in the
grammar from which no terminal graph is derivable (∀X ∈ NΣ : L(G, X • ) 6= ∅). Such
grammars are called productive. Any HRG can be transformed into an equivalent
productive grammar if its language is non-empty.
We are interested in (heap) graph abstractions for analysis and verification, which
need to be effectively computable. To ensure termination of the abstraction procedure
(which applies grammar rules in backward direction) we have to require that G ∈
HRGΣ is growing, i.e., for all X → H ∈ G the hypergraph H is substantial. This is
no restriction since every HRG can be transformed into a growing HRG that generates
4
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the same language [10]. For more details please refer to [23]. One easily sees that the
HRG in Fig. 1 is growing.

3

Abstraction of Heap States

In this section we give a sketch of the essential results [23] as they are required for
understanding the framework. Moreover we present a new application example.
For using HRGs as an abstraction mechanism for pointer-manipulating programs
we have to represent heaps as hypergraphs. This is done by introducing two types
of terminal edges: edges labeled with program variables (which we include in the
terminal alphabet) are of rank one, edges of rank two – labeled with record selectors
– are representing pointers in the heap. Formally, we let TΣ = Var Σ ⊎ Sel Σ where
rk (Var Σ ) = {1} and rk (Sel Σ ) = {2}. Finally there are nonterminal edges of arbitrary
rank that are used in the abstraction and that stand for (a set of) entire subgraphs.
Definition 3.1 A heap configuration over Σ is a hypergraph H ∈ HGraphΣ such
that ∀x ∈ Var Σ : |{e ∈ EH | ℓH (e) = x}| ≤ 1 and ext H = ε where Var Σ and Sel Σ
satisfy the constraints mentioned above. We denote the set of all heap configurations
over Σ by HCΣ . A heap configuration H is called concrete if H ∈ HCTΣ .
Since heap objects that are not reachable from program variables do not play any
role in program semantics we delete them using a garbage collector. When computing the reachability of vertices we handle nonterminal hyperedges conservatively as
undirected edges connecting all attached vertices.
We employ a simple pointer programming language to model operations on the
heap. It supports pointer assignment (α := α′ , where α ∈ {x, x.s} and α′ ∈
{x, x.s, nil } for x ∈ Var Σ and s ∈ Sel Σ ), dynamic object creation (new(α)), conditional jumps (if β goto n, where the Boolean expression β allows pointer comparison
and boolean connectives), and unconditional jumps (goto n). Please note that the
programming language does not support arbitrary dereferencing depths. This is no
restriction since this feature can be emulated by a sequence of assignments. An object
deletion command is omitted for simplicity since the application of garbage collection
is assumed. For more details on the programming language and its semantics refer
to [23]. An example program can be found in Fig. 5.
When modeling the semantics of assignments we assume that all edges which
are connected to vertices referenced by variables, are labeled by terminal symbols.
Since the dereferencing depth of pointer expressions is limited to one, this will avoid
the necessity for defining the effect of pointer-manipulating operations on abstracted
parts of the heap. If there is a nonterminal edge e connected to vertex v that is
referenced directly by a variable x we record e together with the index i of the tentacle
pointing to v as violation point (e, i). Configurations without violation points are
called admissible.
Definition 3.2 Let H = (V, E, att , ℓ) ∈ HCΣ . The set of violation points, VP (H) ⊆
E × , is given by:

N

(e, i) ∈ VP (H) ⇔ ℓ(e) ∈ NΣ ∧ (∃e′ ∈ E, v ∈ V : ℓ(e′ ) ∈ Var Σ ∧ att(e′ ) = att(e)(i))
5
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The set of admissible heap configurations is aHCΣ = {H ∈ HCΣ | VP (H) = ∅}.
Based on the concepts presented so far we can formalize the notion of an abstraction function AG , called heap abstractor. According to the principle that abstraction
is performed by backward application of rules, AG returns some irreducible, admissible successor of the current heap configuration with respect to the inverse derivation
−1
G
relation =⇒ .
Definition 3.3 Let G ∈ HRGΣ .
aHCΣ → aHCΣ such that

A heap abstractor over G is a function AG :
G

⋆

G

AG (H) ∈ {K ∈ aHCΣ | K =⇒ H s.t. ∄J ∈ aHCΣ with J =⇒ K}.
−1

G

Note that heap abstraction mappings are only uniquely defined if =⇒ is confluent which, together with its well-foundedness that is implied since the HRG is
growing, yields unique normal forms. In general the abstractor should minimize the
size of a heap configuration. Also note that this definition immediately implies the
correctness of our abstraction in the sense that every concrete heap configuration can
be re-generated from its abstraction:
Corollary 3.4 Under the above assumptions, H ∈ L(G, AG (H)) for every H ∈
aHCTΣ .
Clearly our abstraction function only abstracts heap parts that are consistent with
the grammar (e.g., that are binary trees). This, however, does not mean that the
Juggrnaut framework is unable to handle inconsistencies, i.e., parts in the heap that
violate the data structure definitions (for our tree example this could for example
mean a back-edge from a leaf to the root). These parts remain concrete while other
heap parts are abstracted.
Let us consider the example grammar depicted in Fig. 1 again. Given a binary
tree, we are able to abstract it fully (that is, to the nonterminal symbol T ) using
the given grammar. We are though not yet able to abstract paths in a tree. This
is important if for instance a variable points to a leaf or there is a back-edge from
the leaf which would leave the path (of potentially unbounded length) fully expanded
and thus may lead to an infinite state space. To tackle this problem we introduce the
additional rules depicted in figure Fig. 3.a.
The new nonterminal P of rank two reprex
sents tree paths of arbitrary length. In Fig. 3.b
an example heap is shown where some parts are
y
already abstract (the T -labeled leaves). We can
r
l
now apply rule p9 backwards (the redex is highlighted in the graph) and obtain the graph in
P
r
T
the middle. To this graph we can apply rule p5 .
Here we could again apply rule p5 but the rez
sulting configuration would be inadmissible (as
a P -edge would be adjacent to the vertex referFig. 2: Inadmissible Configuraenced by x). Thus abstraction terminates.
tion
Though an abstractor always yields an ad1

1

2

1

2

1

1

1

2

missible configuration, an assignment may lead
6
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Fig. 3. Path Abstraction
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Fig. 4. P -Rules for Concretization “from below”

to an inadmissible heap since variables can navigate through the heap. To restore
admissibility we employ partial concretization by applying rules in forward direction
(hyperedge replacement). Derivation stops as soon as the resulting configuration is
admissible, in order to minimize the degree of concretization.
This partial concretization, however, raises additional requirements for the production rules. To see this, let us again consider the binary tree example with the
path abstraction rules from Fig. 3.a. Now consider the inadmissible graph depicted
in Fig. 2 that could easily arise from an assignment z := y.r. Here applying any of
the rules p5 , p6 , p7 , p8 would still yield an inadmissible configuration. This could be
continued infinitely often and thus does not solve the problem.
To circumvent this problem we considered using Greibach Normal Form (GNF) for
hyperedge replacement grammars [11] (a generalization of Double Greibach Normal
Form of context-free string grammars). For a HRG in GNF a single rule application
for each violation point suffices to establish admissibility since external nodes are only
adjacent to terminal edges. Although the GNF is effectively computable for a given
HRG it unfortunately may become quite large [11]. We decided to introduce a more
general concept that uses redundant rules instead. For our binary tree grammar these
additional rules (not modifying the language of the HRG) are shown in Fig. 4. The
idea is now to use rules p13 , p14 , p15 and p16 instead of rules p5 , p6 , p7 and p8 when we
need to concretize “bottom-up”, i.e., when the second attachment vertex of a P -edge
is referenced by a variable. If this is the case for the first attachment vertex we use
the latter rules (if both cases apply we use the rules from both sets in succession).
To this aim, [23] introduces a new class of HRGs – heap abstraction grammars –
that formally captures this concept. The idea is that, for each nonterminal X ∈ NΣ
and each i ∈ {1, . . . , rk (X)}, there exists a subset GX
i of rules which can be used
for concretizing a nonterminal edge from the ith attached vertex (when this vertex
is referenced by a variable) while preserving the graph language (L(GX
i ∪ {Y → H ∈
•
•
G | Y 6= X}, X ) = L(G, X )).
For our tree example, e.g., we have GP1 = {p5 , ..., p12 } and GP2 = {p9 , ..., p16 }.
Note that the rules p9 , ..., p12 are included in both subsets. Using this concept, we
can now define a mapping that removes all violation points.
Definition 3.5 Let G ∈ HRGΣ be a heap abstraction grammar. The heap con8
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cretizer, CG : HCΣ → 2aHCΣ , is then defined as follows:
(
e, G
CG ({K ∈ HCΣ | H =⇒ K}) if ∃(e, i) ∈ VP (H) ∧ ℓH (e) = X
CG (H) =
{H}
if H ∈ aHCΣ
X
i

Note that the order of rule applications is not important since HRGs are confluent [10] and that in contrast to a heap abstractor (Def. 3.3), the heap concretizer is
uniquely defined as it yields all (first) reachable admissible configurations. The cardinality of the resulting set of admissible heap configurations depends on the number
of rules in the grammar (more precisely on the cardinality of the appropriate GX
i ).
Combining the concepts introduced before we are now able to abstractly transform the heap based on the program statements. For the more involved commands
(assignment, new) four steps are necessary: we first execute the actual command and
apply garbage collection. Then partial concretization (the only nondeterministic step)
restores admissibility, followed by the re-abstraction. Again, the details are described
in [23].
The correctness proof for our abstraction technique relates concrete and abstract
computations in the following way: whenever a concrete heap H ∈ aHCTΣ is transformed into H ′ ∈ aHCTΣ and its abstraction AG (H) ∈ aHCΣ is (abstractly) transformed into H ′′ ∈ aHCΣ , then H ′ ∈ L(G, H ′′ ). That is, every concrete computation
has its abstract counterpart, and thus our abstraction constitutes a safe approximation of the system.
Altogether we are able to generate all reachable abstract states for a pointer
program and use this abstract state space to verify properties that – if fulfilled – also
hold in the concrete case due to our over-approximation.
1

4

An Application of Juggrnaut

2
3

if root = nil goto 15;
new(sen);
prev := sen;
cur := root;
next := cur.l;
// rotate pointers
cur.l := cur.r;
cur.r := prev;
// move forward
prev := cur;
cur := next;
// traversal complete ?
if (cur = sen) goto 15;
if (cur 6= nil) goto 5;
// swap prev and cur
cur := prev;
prev := nil;
goto 5;

The Juggrnaut framework has been implemented in
4
a prototype tool that we are employing to verify
5
properties of pointer manipulating algorithms. It explores the abstract state space exhaustively and can
6
be used to evaluate LTL-formulae on the generated
7
state space. In this paper we will focus on a variant
of the Deutsch-Schorr-Waite (DSW) traversal algo8
rithm, which traverses a binary tree by means of de9
structive pointer manipulation without using a stack
[25]. It has already been verified in [15] and [7].
10
The authors of [15] prove various properties of the al11
gorithm like structural invariance, correctness, completeness and termination while [7] concentrates on
12
pointer safety and shape invariants. In this section
13
we will demonstrate that the Juggrnaut tool is able
14
to verify these properties based on the binary tree
Fig. 5: The DSW Algogrammar introduced in the previous section.
rithm
The DSW algorithm has originally been developed
to permit garbage collection without using stacks. It is applied to list structures with
9
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sharing and cycles. To ensure termination, visited nodes are marked with various
flags. Here we use a variant of the original algorithm as proposed by Lindstrom
[14] which operates on acyclic structures, eliminating the need of marking nodes by
rotating pointers instead of just inverting them as proposed for the original algorithm.
Our version of the DSW tree-traversal algorithm is depicted in Fig. 5. It is essentially
the same as the one given in [15] with the difference that it can directly be used by
our tool without any modification or instrumentation.
Pointer Safety, Shape Invariants, and Structural Invariance.
Among the most common errors in software systems are pointer errors arising
from dereferencing null pointers. The Juggrnaut tool can find pointer errors on-thefly while generating the abstract state space. The same holds for shape invariants
such as sharing or cycle properties. For the DSW algorithm pointer safety can be
checked in less than a second since this is the time needed for state space generation
(see Table 1, column “no marking”).
Verifying structural invariance can be done in a similar fashion. In Fig. 6.a the
initial state is shown. It is already abstract and represents arbitrary (fully branched)
binary trees where each leaf has at minimum a depth of two 5 . When exploring
the abstract state space arising from symbolic execution of the DSW algorithm we
obtain a single final state (in which the program has terminated) which is depicted
in Fig. 6.b. Except for the auxiliary variables and the sentinel vertex that is inserted
by the algorithm, the abstract tree referenced by the root variable is the same as in
the initial state. From this we can conclude that the DSW algorithm retains the tree
structure. We do not yet know, however, whether the result is exactly the same as
the input, i.e., whether every concrete vertex in any possible tree remains at the same
position in that tree (correctness).
Note that, as already mentioned before, Juggrnaut can handle programs violating
the data structure definition. In Fig. 6 an intermediate state arising during state
space exploration is shown where this is the case. In fact the DSW algorithm alters
the tree structure while traversing the tree by rotating pointers. Upon termination,
however, the result is again a tree. In [15] such inconsistencies had to be resolved
by changing the code of the algorithm or alternatively by adapting the abstraction.
Such auxiliary measures are not necessary for the Juggrnaut tool.
Completeness and Termination.
To handle completeness, i.e., to show that every vertex is visited at least once
and to prove termination of the DSW algorithm we have to prove the following LTLproperties (where the quantified variables range over all objects in the heap, and
“final” is true for a state that has no outgoing transitions):
Completeness: ∀x : ¬(cur 6= x U final)
This formula states that it cannot happen that the variable cur, pointing to the
current vertex during tree traversal, is never pointing to x until a final state is
reached. This means that it has to point at least once to x.
5

It is the most general initial heap. Verifying the other cases works analogously and is omitted for simplicity
here.

10
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Fig. 6. Abstract Heap Structures Generated by the DSW Algorithm

no marking

single marking

ext. marking

1

89

482

Number of States

10,254

3,329,400

19,229,960

Number of Transitions

11,599

3,787,263

21,857,376

State Space Generation (min:sec)

<0:01

4:47

34:03

40 MB

386 MB

1,740 MB

Pointer Safety/Shape Invariants

on-the-fly

on-the-fly

on-the-fly

Structural Invariance

on-the-fly

on-the-fly

on-the-fly

Completeness (min:sec)

-

0:10

0:48

Termination (min:sec)

-

0:21

2:05

Correctness (min:sec)

-

-

2:21

Initial/Final States

Memory Consumption

Total Time (State Space Gen. + all Properties)

0:39:17

TVLA [15]

> 80,000

150 MB

<9:00:00

Table 1
State Space Generation with the Juggrnaut Tool. The Benchmarks were obtained on a 2,33 GHz Intel Xeon
machine (64 Bit Linux). The boldface entries represent the shortest possible time (why use an extended
marking if the single marking suffices and is much faster?). “On-the-fly” means that there is no separate
model checking run necessary; the properties are automatically verified during state space generation. The
authors of [15] executed their tool TVLA on a 3 GHz Linux machine.

11

63

Heinen, Noll, Rieger

Termination: ∀x : FG(cur 6= x)
Here we state that the vertex referenced by x is visited only finitely often (from
some point onwards it is not referenced by cur anymore).
The problem of the above formulae is the universal quantification over all heap objects. How can we keep track of their identity when abstracting from them? The idea
is to symbolically identify a vertex by introducing a distinguished variable pointing
to it. As this cannot be done for all vertices at the same time (otherwise abstraction
could not be applied), the choice of this vertex has to be nondeterministic. Thus we
generate all possible abstract heaps in which x is pointing to a (different) vertex. If
we are able to prove that the above formulae (without quantification) hold for all of
those marked configurations as initial states, then we reached our goal. In [6] the same
idea is applied to verify a list-reversal program. Also [20] uses a similar approach.
Definition 4.1 Let H0 be the initial heap from Fig. 6.a. The set of marked ini0
tial states InitH
G is the set of abstract states representing all possible markings of
unfoldings (derivable hypergraphs) of the start heap.
H0
0
InitH
G := AG (MarkedG )
′
0
with MarkedH
G := {(V, E ⊎ {x}, att , ℓ[x 7→ x]) |

(V, E, att , ℓ) ∈ L(G, H0 ),
dom(att ′ ) = dom(att ) ∪ {x}, att ′ (x) ∈ V }
Formally we take all concrete graphs that are
derivable from H0 (= L(G, H0 ); there are generally
infinitely many), set the variable x to each possible location in a new copy of each graph, and abstract the whole set. Thus we obtain a set of initial
states which is finite in our case since the Juggrnaut
tool generates all possible abstract marked initial
states by nondeterministically descending into an
abstract tree, concretizing where necessary and abstracting where possible. Figure 7 shows one of
those (abstract) marked initial states. As one can
see, the tree is partially expanded in the proximity
of x while the path abstraction collapsed the path
from the root.
The correctness of the marking approach follows from our abstraction technique (see Def. 3.3).
Corollary 4.2 The concrete marked states can be
S
0
regenerated from InitH
{L(G, H) | H ∈
G , i.e.,
H0
0
InitH
}
=
Marked
.
G
G
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Fig. 7: Singly-Marked Heap

Employing the LTL model checker integrated into our tool we can now verify
completeness and termination of the DSW algorithm. Due to the more complex
situation the state space is now much than before but its generation took still less
than 5 minutes. When the state space exploration is finished, however, we can verify
12
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the LTL-formulae above in 10 and 21 seconds, respectively.
Correctness of the DSW Algorithm.
The approach presented in the previous section still does not suffice to show correctness. The correctness property can inductively be formalized by the following
LTL-formula:
∀x ∃xl ∃xr : x.l = xl ∧ x.r = xr
∧ (x = root → G(x = root))
∧ G(final → (x.l = xl ∧ x.r = xr ))
stating that every concrete heap cell is at the same position in the tree after program
termination. The second line represents the induction basis. To verify this formula we
need an extended marking that also keeps track of the successors of x by introducing
two additional auxiliary variables xl and xr . Except for this modification it works
the same as the single marking from Def. 4.1.
Additional Experimental Results.
Our experimental results are listed in Table 1. With the extended marking we obtained 482 initial states from which we generated about 19 million abstract states for
the DSW algorithm. The state space exploration and the model checking procedure
for all properties together took still less than 40 minutes.
The TVLA tool by Loginov, Reps, and Sagiv has also been applied on DSW [15].
According to the authors it ran almost 9 hours on a similar machine for obtaining the
same verification results even though it already had been optimized specifically for
the DSW algorithm. The Juggrnaut tool however has just been fed with a grammar
for binary trees and applies no optimizations for state space reduction yet (such as
stuttering equivalence). The authors of [7] have verified pointer safety and probably 6
some shape invariants for the DSW algorithm using abstract regular model checking
within 57s (on a 3,2 GHz Xeon Machine). For the same task the Juggrnaut tool needs
less than a second.

5

Conclusions and Future Work

We have presented the Juggrnaut framework for the analysis and verification of
pointer-manipulating programs operating on dynamic data structures. The abstraction mechanism is parametrized via a hyperedge replacement graph grammar that
models the data structure(s) used in the program. We have shown how heap states
can abstractly be represented and how abstract state spaces can be generated. Our
theoretical results have been implemented in a prototype tool which allows the exploration of abstract state spaces and the evaluation of LTL formulae.
The results obtained by applying Juggrnaut to the Deutsch-Schorr-Waite traversal
algorithm are very promising and encourage us to employ our framework to other
algorithms and data structures as well. We believe that due to the introduction of a
6

It is not clear whether this was done for the DSW algorithm; the authors only say that it has been done
for some case studies.
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graphical “abstraction modeling language”, the Juggrnaut approach is more intuitive
than other methods in this area.
For the future in addition to further optimizations of our tool such as implementing
state space reduction techniques we are planning to extend our heap logic to formulate
more involved properties and integrate it with the model checker. Furthermore we
will analyze how data structure definitions – as they occur in many programming
languages – can be used for automatically generating an appropriate abstraction
grammar. Finally we will investigate in which ways other graph grammar formalisms
are applicable within Juggrnaut.

References
[1] A. Bakewell, D. Plump, and C. Runciman. Specifying pointer structures by graph reduction. In
Applications of Graph Transformations with Industrial Relevance ’03, volume 3062 of LNCS, pages 30–44.
Springer, 2004.
[2] I. Balaban, A. Pnueli, and L. D. Zuck. Shape analysis by predicate abstraction. In VMCAI ’05, volume
3385 of LNCS, pages 164–180. Springer, 2005.
[3] P. Baldan, A. Corradini, and B. König. Verifying Finite-State Graph Grammars: An Unfolding-Based
Approach. In CONCUR ’04, volume 3170 of LNCS, pages 83–98. Springer, 2004.
[4] P. Baldan and B. König. Approximating the behaviour of graph transformation systems. In ICGT ’02,
volume 2505 of LNCS, pages 14–29. Springer, 2002.
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Abstract
Porting an application written for personal computer to embedded devices requires conversion of floating-point numbers and
operations into fixed-point ones. Testing the conversion hence requires the latter be as close as possible to the former. The
closeness is orthogonal to code coverage and requires different strategies to generate a test suite that reveals the gap between
the two functions. We introduce a new test adequacy criterion and propose several metrics to quantify the closeness of two
functions. After that we propose a method to generate a better test suite from a given one for the test adequacy criteria. We
also show experimental results on some well-known mathematical functions.
Keywords: Quality assurance, Test cases generation, Fixed-point conversion.

1

Introduction

Software testing is an essential phase in any software development project to guarantee
the quality of the software product. During the testing process, test suites, which contain
collections of test cases, are used to test programs. In a test suite, each test case consists
of, among others, an input and an expected result, which will be compared with the actual
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returned result to determine how good the input program is in respect of the test case. We
usually consider a good test suite is the one that has small size but has high code coverage,
meaning that it not only consumes little memory for running but also can reveal as many
behaviors of input programs as possible.
Because most embedded microprocessors do not have floating-point units (FPU) for
computing arithmetic operations with high precision, developing software for embedded
devices and mobile phones usually requires a lot of work to convert floating-point numbers and operations into fixed-point ones. In addition, sophisticated algorithms are usually
modeled on personal computer using floating-point computation before they are ported to
embedded systems. The porting process in many cases keeps the original algorithm of
the floating-point function and increases the preciseness of the fixed-point arithmetic operations by some techniques, for example scaling up the dividends before divisions and
scaling back the result. In some other cases, it is obligatory to make a new implementation
of the algorithm to meet the requirements. For instance, to avoid slow arithmetic operations like multiplications and divisions in particular cases, programmers may exploit shift
operations.
The main problems with fixed-point operations are precision loss and overflow caused
by rounding and truncating. Consequently, one main goal of converting a floating-point
function into fixed-point one is to minimize the precision loss. In other words, the two
functions should be as close as possible. Although the floating-to-fixed-point conversion
has been theoretically studied [17,9,22] as well as partially implemented in several tools
like MATLAB, determining how close the two corresponding functions are after the conversion process is still an open issue. Because the number of input space’s dimensions of
the functions may be very large (for example, fixed-point audio or video processing functions may have thousands of parameters), traditional testing methods, which would require
executing the two functions with all possible input values, become practically infeasible.
The current practice of testing the fixed-point conversion is to execute the fixed-point
version on the emulator or actual devices and then observe the results. In some application
domains where observing the results as above is not enough or impossible to guarantee the
quality of the software, one has to compare two versions (floating-point and fixed-point)
of each computational function with the random input or sample test data and check the
results. If the difference between the two results of an input is above a predetermined
threshold, the fixed-point function is refined. In this case the test case is said to be good
because it shows a critical point where the fixed-point function is not close enough to the
original function. The code refinement process for the conversion is repeated until all the
test cases in the test suite are not good, which means at that time the refined fixed-point
function is acceptable.
Note that at this moment we can only say that the fixed-point version is adequate with
respect to the chosen test suite. There may exist a test case that is not in the test suite and is
good. The quality assurance process is hence incomplete. In order to improve the quality,
programmers or testers have to produce more test cases and test suites to get a certain level
of confidence about the quality of the fixed-point function. But this task is not easy and
requires both human effort and computing power. Simply generating random test cases is
of course not a good strategy. It is better to have a method to generate the best test cases or
at least a better test case from a given one.
Treating the two types of functions as black-boxes, we introduce several metrics to
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assess two test cases of fixed-point conversions. From these metrics we present a novel test
adequacy criterion for test case generation process to stop when a good test case is found.
The metrics are then used to measure the adequacy of a fixed-point function compared to
its floating-point version. From a point of view, our testing approach is specification-based
where floating-point function can be viewed as a specification for the fixed-point function.
In addition, a big difference between the two functions on a given input indicates a possible
overflow problem in fixed-point function. To generate test cases that fulfill the adequacy
criterion, we apply mathematical results on local optimization to generate a more efficient
test suite from a given one and on global optimization to find the best test cases. The better
test suite allows us to evaluate the quality of the fixed-point function quickly while the
best test cases guarantee a certain level of quality of the conversion. We implemented a
prototype tool using Genetic Algorithm [6,19] and Tabu Search [5] and tested it on several
well-known mathematical functions.
The rest of the paper is organized as follows. Section 2 introduces several metrics for
assessing the closeness of two functions. Based on these metrics, Section 3 shows how to
generate a better test suite from a given one, and Section 4 points out a method to find the
best test cases. We show some experimental results on several mathematical functions in
Section 5. Related work is discussed in Section 6. Section 7 concludes.

2

Closeness metrics and an adequacy criterion

Before presenting our novel test adequacy criterion and defining several metrics to measure
the closeness between two functions, we formalize several relevant notions. Let f l : Ln →
L be the original n-ary floating-point function and f i : In → I be its corresponding fixedpoint version where L is the set of floating-point numbers and I is the set of fixed-point
numbers. These sets are finite, and I ⊂ L ⊂ IR where IR is the usual set of real numbers.
2.1

Closeness metrics

The key notion for closeness metrics is precision loss function l defined in Definition 2.1.
Note that since f l : Ln → L, f i : In → I, and I ⊂ L, we can consider l : In → L+ where
L+ is the set of non-negative floating-point numbers. Our aim is to analyze the differences
between f l and f i over the domain I of fixed-point function f i. For brevity, we do not
discuss in detail how to perform typecasting from fixed-point to floating-point and vice
versa to make l mathematically legal.
.
Definition 2.1 [Precision loss function]
l(x) = abs(f l(x) − f i(x))
where abs(x) is the absolute of x.
From the precision loss definition, we define two simple but useful metrics. The first
metric is the maximum loss of the two functions.
Definition 2.2 [Max metric]
F M (f l, f i) = max
{l(x)}
n
x∈I
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The second metric is defined over a given test suite S and a threshold T ∈ I+ . It is used
to generate an optimal test suite from a given one in Section 3.
Definition 2.3 [Threshold metric]
F M (f l, f i, S, T ) = [{x | x ∈ S, l(x) > T }]/[S]

Here [.] denotes the cardinality of a set. The threshold metric is the percentage of the
number of good test cases in a given test suite. If this value is smaller than, say 1%, we
say that the function is good up to 99% or good with probability of 0.99. In certain cases
a threshold value like this is quite acceptable, especially for functions used in compressing
audio signals. Otherwise, one is free to require this threshold value must be zero so that we
have some preliminary assurances about the quality of the conversion with respect to the
threshold T .
The two metrics define different quality criteria for the closeness of two functions.
Sometimes it is unacceptable to have the Max metric to be above some values. In other
cases, having only few glitches (the Max metric) is acceptable as long as the Threshold
metric is good enough for all test cases.
2.2

Adequacy criterion

Our adequacy criterion is error-based [24,11] in the sense that we need to show that testing
should demonstrate that a fixed-point version does not deviate from its floating-point version. In other words, the floating-point version can be viewed as the specification that the
fixed-point version should respect. Based on the Max metric and Threshold metric defined
in the previous section, we have two corresponding notions of adequacy.
Definition 2.4 [Max adequacy] Given a threhold T we say that function f i satisfies specification f l if F M (f l, f i) < T .
Note that the Max adequacy criterion does not specify a test suite as the whole domain
is taken into account. The next relative [11] adequacy criterion is defined over a test suite
S and a probability.
Definition 2.5 [Threshold adequacy] Given a threshold T , a probability p ∈ (0, 1], and a
specification f l, test suite S is adequate for f i if F M (f l, f i, S, T ) > p.

3

Generating a better test suite from a given one

Having the metrics in the above section is already quite useful because among many given
test cases which are taken from the real data (e.g. audio, video files) or randomly generated,
we can always choose a better or the best ones to test first and stop when the converted
function is not good enough. This may allow us to select a smaller set of test cases that can
be just as effective in detecting problems for our code. But even the real test data or the
randomly generated data may not reveal enough good test cases. Therefore we propose a
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method to generate a better test suite from a given one. We start with generating a better
test case from a given one.
The idea of deriving a better test case from a given one is based on graph of the loss
function. A better test case is the point of the domain where the loss function has a bigger
value. This leads us to finding the local extrema of the given point (test case). The search
process can stop when the adequacy criterion is violated.
For a test suite S we find all local extremum of all test cases in it. Because several
points in a graph may share the same local extrema, the set of all local extremum, say S ∗ ,
usually has fewer elements than those in S. Assume that S ∗ is the better test suite that we
want to find. Note that S ∗ is more efficient to test not only because it has fewer number of
test cases but also because it shows bigger precision loss.
Now we prepare some formal notions of our problem domain including fixed-point
numbers and local maximizer before sketching the algorithm for finding local extremum,
which is also known as combinatorial optimization problem [14]. Even though the set of
floating-point and fixed-point numbers is finite, we restrict the input space to a subdomain
X like in optimization problems.
Definition 3.1 [Fixed-point neighborhood] Let x = (q1 , q2 , ..., qn ) ∈ X ⊆ In . The fixedpoint number qi ∈ I, (i = 1, ..., n) has ai bits in its fractional part and bi bits in its integer
part. The smallest step ∆i we can add to or subtract from qi is the value that the least
significant bit of qi can represent: ∆i = 2−ai . The set of neighbors of x is then defined by:
N (x) = {x0 = (q1 + k1 × ∆1 , ..., qn + kn × ∆n ) ∈ X | x 6= x0 , ki ∈ {−1, 0, 1}}.
Definition 3.2 [Local maximizer] A point x ∈ X is called a local maximizer of l over X if
l(x) ≥ l(x0 ) for all x0 ∈ N (x).
To search for local maximizer of l, we use the discrete steepest ascent in Algorithm 1,
a gradient-based algorithm to find local maximizers of discrete functions. This algorithm
simply finds the steepest ascent direction d from an initial point to its neighbors, and then
goes in direction d by an integer stepsize λ ∈ IIN+ which maximizes l in direction d. We
iterate the process until a local maximizer is found. This process will stop because the input
space X is finite and l(x0 ) always increases inside the while-loop. Note that in mathematics
argmax f (x) := {x | ∀y : f (y) < f (x)}.
x

Note that even though we have to generate a better test suite every time we update the
floating-point or fixed-point functions, the current better test suite will be the good starting
one to generate instead of the original or a random one. In practice programmers usually
update the number of bits used for fractional parts to have more precise fixed-point version,
so most of the local maximizers often are the same.

4

Finding the best test cases

Of course it is the best to generate the best test cases which are the global extremum of
the precision loss function. During the search process we also check the chosen adequacy
criterion from Section 2 to stop the search process.
To find the global extremum, we consider the following global optimization problem:
max l(x)

x∈X⊂In
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Algorithm 1: Our steepest ascent for finding local maximizer of l
Input : an initial point x0 ∈ X
Output: a local maximizer
1
2
3
4
5
6
7
8
9

Procedure SteepestAscent(x0 )
begin
while x0 is not a local maximizer do

xmax ∈ argmax (l(x) − l(x0 )) | x ∈ N (x0 )
x

d ← xmax − x0
/* the steepest
ascent direction */

+ 0
0
λmax ∈ argmax l(x ) | λ ∈ IIN , x = x0 + λd ∈ X
λ

x0 ← x0 + λmax d

/* go by the stepsize in direction d */

return x0
end

where X ⊂ In is a predetermined, finite, and non-empty set of fixed-point numbers.
According to the operation of each approach, we can categorize global optimization
methods [15] into deterministic and probabilistic group. Deterministic algorithms such as
State Space Search, Branch and Bound, and Algebraic Geometry are often used when the
relation between objective function l and its constraints is clear and the search space X
is small. However, our objective function l is a black-box; in general, we do not know its
shape and characteristics. In addition, our X often has a large number of dimensions, which
obviously hinders deterministic ones. Probabilistic algorithms (so-called meta-heuristics)
are consequently appropriate in this case. These methods often employ heuristics with
iterative explorations to find good solutions, which need to be as close as possible to the
optimum. Unlike simple heuristics, these algorithms do not stop in the first local optimum.
Among the most well known probabilistic algorithms, we choose Tabu Search (TS)
[5] and Genetic Algorithm (GA) [6,19] to solve the problem in the paper; one belongs to
neighborhood search methods and the other is in the category of evolution approach. They
are two of the most effective, popular, and successful approaches for solving a wide range
of combinatorial optimization problems [14]. To discover the global optimizer of l over X,
they may complement each other perfectly.
4.1

Genetic algorithm

Genetic algorithm (GA), a population-based meta-heuristic optimization method, simulates
biotic activities such as crossovers, mutations, and natural selections to gain fittest ones
from initial individuals through a number of generations. GA bases on a fitness function,
which is l in this case, to decide which individual is better than others. One of the most
powerful features of GA is the combination of exploitation (such as crossover process) and
exploration (mutation, for instance). The goal of the combination is to find not only new,
similar candidates from currently known solutions, but also novel and superior ones.
We design a GA in Algorithm 2 to find global maximizer of l over X. Definition 4.1
and 4.2 show how we perform crossover and mutation in our GA. Our GA stops when one
of the following termination criteria happens:
•

The number of generations t reaches a threshold.
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Algorithm 2: Our genetic algorithm for finding global maximizer of l
Input : ps: population size
Input : ss: selection size
Input : mr: mutation rate
Output: The best found element
Data : t: the generation counter
Data : Pi : the population of generation i
1
2
3
4
5
6
7
8
9
10
11
12

Procedure GeneticAlgorithm(ps, ss, mr)
begin
t←0
generate ps elements of P0 by randomization
while ¬terminationCriterion() do
t←t+1
evaluate every x ∈ Pt−1 by fitness function l
select Pt ⊂ Pt−1 so that Pt contains ss best individuals
carry out crossover and add offspring to Pt while [Pt ] < ps
perform mutation on Pt with mutation rate mr
return the best element in Pt
end

•

The maximum computation time granted by user is exceeded.

•

Current population Pt has not any better individuals than its previous population Pt−1 .

Definition 4.1 [Crossover] Given two individuals xi , xj ∈ X in population P . Mark each
element in odd positions of xi with a dot and even ones with a double dot, and do vice versa
for xj . The crossover between xi , xj generates two offspring xij1 , xij2 ∈ X as follows:
xi = (q˙i1 , q¨i2 , q˙i3 , q¨i4 , q˙i5 , ...)
xj = (q¨j1 , qj2
˙ , q¨j2 , qj4
˙ , q¨j5 , ...)
crossover

;

crossover

;

xij1 = (q˙i1 , qj2
˙ , q˙i3 , qj4
˙ , q˙i5 , ...)
xij2 = (q¨j1 , q¨i2 , q¨j3 , q¨i4 , q¨j5 , ...)

Definition 4.2 [Mutation] Given an individual x = (q1 , q2 , ..., qn ) ∈ X in population P .
Randomly choose i ∈ IIN+ , 1 ≤ i ≤ n and assign a random number r to qi so that
(q1 , q2 , ..., qi−1 , r, qi+1 , ..., qn ) ∈ X. The mutation process generates x0 ∈ X from x as
follows:
x = (q1 , q2 , ..., qi−1 , qi , qi+1 , ..., qn )
mutation

;

x0 = (q1 , q2 , ..., qi−1 , r, qi+1 , ..., qn )
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4.2

Tabu search

Because traditional neighborhood-based methods like steepest ascent are easy to be stuck
in local optima, it is ineffective to use them to find global optima of complex functions, for
instance, Rosenbrock [23]. TS improves this drawback by providing a tabu list to remember
which points are recently visited, helping us leave local optima to enter new, promising
areas. Also, TS uses intensification and diversification to search not only deeper but also
broader, as GA does with exploitation and exploration. In Algorithm 3, we introduce our
version of TS to deal with our problem. Note that each time a new initial solution is
randomly created, our TS sets a limited computation time for the process of finding the
best solution started from the initial one. If the time is exceeded, we stop discovering and
prepare for the next start.
Algorithm 3: Our tabu search algorithm for finding global maximizer of l
Input : s: the size of Tabu list
Input : ni: the number of initial solutions
Output: x∗ : the best element
Data : t: the counter of initial solutions
Data : L: the tabu list
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18

5

Procedure TabuSearch(s, ni)
begin
L←∅
randomly choose x∗ ∈ X
t←0
while t < ni do
t←t+1
generate x0 ∈ X by randomization
while ¬terminationCriterion() do

xmax ∈ argmax (l(x) − l(x0 )) | x ∈ N (x0 ), x ∈
/L
x

if l(xmax ) > l(x∗ ) then
x∗ ← xmax

/* update the best record */

if [L] = s then
delete the first member in L
L.append(xmax )
x0 = xmax

/* L has no more than s elements */

/* jump to the best neighbor not in L */

return x∗
end

Experimental results

We conducted experiments to point out the best test case for testing the conversion from
a floating-point function into a corresponding fixed-point one. From the most well-known
functions used for examining the performance of global optimization methods, we choose
a list of complex and popular functions in Table 1. Deriving from each f in the list, we
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define f l : Ln → L, f i : In → I, and l : In → L+ as stated in Section 2. Note that in our
problem, we do not take into account finding the global maximizers of functions in Table
1; our goal is to find the global maximizer of the corresponding l over X of each function
f in Table 1.
Table 1
List of functions
No.

Name

Definition

1

Beale

f (x, y) = (1.5 − x(1 − y))2 + (2.25 − x(1 − y 2 ))2 + (2.625 − x(1 − y 3 ))2

2

Booth

f (x, y) = (x + 2y − 7)2 + (2x + y − 5)2

3

Branin

f (x, y) = (y −

5
x2
4π 2

+

5
x
π

− 6)2 + 10(1 −
2)y)2

+ 10

+ (−29 + x + ((y + 1)y − 14)y)2

4

Freudenstein & Roth

f (x, y) = (−13 + x + ((5 − y)y −

5

Himmelblau

f (x, y) = (x2 + y − 11)2 + (x + y 2 − 7)2

6

Hump

f (x, y) = 4x2 − 2.1x4 +

7

Matyas

f (x, y) = 0.26(x2 + y 2 ) − 0.48xy

8

Rosenbrock’s Banana

f (x, y) = 100(y − x2 )2 + (1 − x)2

x6
3

1
) cos x
8π

+ xy − 4y 2 + 4y 4

Both the first column of Table 1 and that of Table 2 denote the function number. Each
function has a domain presented in column X in Table 2. Due to the domain and the
environmental precision of fixed-point number in each function (the number of bits used
for representing the fractional part, which we set by 6 for all functions), the number of
(discrete) possible solutions of each function is shown in column Total. Column MLoss
contains the maximum loss of each function we find out by brute-force search. Columns
GA and TS show the highest loss values of the best test cases returned by our GA in Algorithm 2 and TS in Algorithm 3 with maximum accepted computational time is 5 seconds,
respectively. For clarity, all the numbers of MLoss, GA, and TS are rounded to have six
digits after the decimal point. For our GA, we set ps = 100, ss = 30, mr = 20 and the
maximum allowed number of generations is 1000. Our TS uses tabu lists of length 1000
and the number of initial solutions is 500.
Table 2
Experimental results

No.

X

1

Total

MLoss

GA

TS

x, y ∈ [−20, 20]

6558721

9.085015

9.085015

7.421680

2

x, y ∈ [−60, 60]

58997761

20.855000

19.505000

19.935000

3

x, y ∈ [−5, 5]

410881

38.656643

38.656643

35.992882

4

x, y ∈ [−10, 10]

1640961

14091.282934

14091.282934

14089.997935

5

x, y ∈ [−9, 9]

1329409

53.580487

53.580487

37.727734

6

x, y ∈ [−4, 4]

263169

71.266085

71.266085

71.266085

7

x, y ∈ [−50, 50]

40972801

39.838400

39.838400

34.381496

8

x, y ∈ [−3, 3]

148225

140.157744

140.157744

140.127744

Table 2 demonstrates that overflow can cause fixed-point functions to be dramatically
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different from their original floating-point ones, especially for function Freudenstein &
Roth at No. 4. We also observe from Table 2 that our GA outweighs TS in most cases of
our experiments; however, we should combine the two methods to obtain good results.
The experiments were carried out on an Intel(R) Pentium(R) Dual CPU 1.81 GHz with
1GB of RAM. We use MathFP 2.0.6 KVM, CLDC/MIDP and WABA 5 to implement fixedpoint environment.

6

Related work

In Digital Signal Processing, algorithms are often designed with floating-point data types,
but their corresponding implementations need to be executable in hardware that only supports fixed-point operators. Therefore, fixed-point conversion is indispensable in both software [17] and hardware implementation [9,22]. Although fixed-point arithmetic is simpler,
cheaper and faster than floating-point one, it results in degrading the performance of applications, which can be evaluated by simulation-based [1,12] and analytical approaches
[16,17,21]. Nonetheless, to our knowledge, no method evaluates the worst case of the
degradation, which happens when the difference between a floating-point function and its
fixed-point version is highest, as this paper does.
Our work also relates to roundoff error analysis, which aims to calculate the difference between an approximate number, function, or program method and their exact value.
The difference results from using finite digits to represent numbers in computer. There are
several different approaches on the topic. Simulation-based approach [2] attempts to run
both types of programs with a selected set of inputs, and then observes the corresponding
roundoff error. Although this approach is easier to be carried out, it leads to a trade-off
between the accuracy and the speed of the method. Another approach is using mathematical reasoning, in which Giraud et al. [4] works with classical Gram-Schmidt algorithm
and Fang et al. [3] uses affine arithmetic. Their inspiring methods, however, are highly
theoretical and inconvenient for complex real-world functions. Eric Goubault and Sylvie
Putot [7,8] overcomes the problem by statically analyzing and propagating range values of
program’s variables using affine arithmetic, but their method incurs over-approximation.
Our approach, unlike them, does not need to analyze given programs, but we also get the
above trade-off when the number of dimensions of input arguments becomes large.
Automatic test case generation recently draws a lot of attention in research community.
A comprehensive discussions and references about software testing can be found in the
book chapter [11] by Kapfhammer. The work of Zhu et al. [24] also contains a comprehensive survey on unit test coverage and adequacy criteria. Test case generation techniques are
divided into three main groups: random, symbolic and dynamic. Our work belongs to the
dynamic one even though we only observe the output of the test functions and treat them
as a black-box. Michael et al. [18] uses genetic algorithms to generate test data. Korel [13]
also generates test data by executing the program but he monitors the flow of execution to
generate test data for path coverage criteria. We are not aware of related work that directly
generates test cases for assessing the closeness of two functions like us. However note that
our work does not exclude other test case generation techniques such as symbolic execution. They are still needed to include test cases that cover other test adequacy criteria such
5

http://home.comcast.net/˜ ohommes/MathFP/ [accessed 2009-07-01]

77

PHAM et al

as control-flow based, data-flow based.
One important technique in our testing method is the use of optimization methods. They
are ongoing research topics in not only theoretical fields but also practical applications [15].
Our Steepest Ascent in Algorithm 1 shares the same ideas with the discrete steepest descent
method in the paper of Ng et al. [20]. Their method, entitled the discrete global descent
method, can return optimal global minimizers for functions that agree with their three reasonable assumptions. Recently, Hvattum and Glover [10] combine traditional direct search
methods and Scatter Search to find local optima of high-dimensional functions. However,
because our function l is black-box, these inspiring methods are not viable to be used here.
To solve our problem, we choose GA and TS, the most popular, powerful probabilistic
global optimization methods from which many hybrid algorithms are derived.

7

Conclusions

We have introduced several metrics to measure the quality of a fixed-point function converted from a floating-point one. When testing data are inconvenient to be generated manually or randomly, these metrics allow us to compare any two test suites and to quantify the
quality of the fixed-point function with respect to its floating-point one. The generation can
be stopped by our novel adequacy criterion that takes the source function as a specification
for the converted one. In addition, we also presented a method to generate a smaller but
more efficient test suite from a given one and applied some results from global optimization
problem to generate the best test case. Experimental results have shown that our approach
can be quite useful in practice. It allows us to reduce testing time, and can also increase the
quality of software products written for embedded systems.
For future work, we plan to investigate Quasi-Monte Carlo methods to calculate a
metric based on integral of the loss function and some variations of it. We also plan to
strengthen our approach by taking into account the implementation of the functions. This
source code analysis may help us identify parameters or variables of the functions that have
a stronger effect on the precision loss. This information may help heuristic algorithms to
converge faster and may provide the programmers some hints to refine or fix their code.
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Abstract
Competitions of shared web resources have been widely concerned today. Under the circumstances of
networks, especially in distributed systems, central supervisor can hardly be implemented, which makes
it more complicated to prevent deadlock problems. This paper describes the competitions of web services
for shared web resources using CSP method. Deadlocks can be analyzed based on the formal model by
means of the trace semantics. The capability of deadlock prevention solutions which have been applied in
industry can be proved theoretically under this approach. Moreover, the FDR which is a model checking
tool for CSP can be used to automate the verifications.
Keywords: Deadlock, Web Environment, Shared Web Resources, CSP Methods

1

Introduction

Along with the development of Internet, competitions of shared web resources [3,15]
are very familiar to us. For the open property of the resources and the difficulty in
implementing centralized management mechanisms, deadlocks caused by shared web
resources happen more frequently. How to prevent deadlocks in the web environment
becomes an interesting topic in both academic and industrial fields.
In the web environment, we can hardly achieve a central controller. Therefore,
the original solutions to deadlocks related with resources in local environment which
use central manager are not competent. For instance, in local environment, system
will kill off one of the services involving in the deadlock, which is impossible in the
web environments.
1

This work is supported in part by National Basic Research Program of China (No. 2005CB321904),
National High Technology Research and Development Program of China (No. 2007AA010302), National
Natural Science Foundation of China (No. 90718004).
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Nowadays, there are some methods to solve the problem. Isloor et al. introduce
some basic approaches to deadlock handling including detection techniques, avoidance schemes and prevention mechanisms. They also models for deadlock detection
[5]. While Singhal shows us situations of deadlock in distributed systems and introduces some solutions to deadlock prevention, avoidance and detection [16]. Wang
et al. present a theoretical way for dynamic deadlock avoidance in simultaneous
programs and construct a formal model in multithreaded software [17]. Mendivil et
al. propose an algorithm free of false deadlock resolutions for the AND model and
introduce a simple specification, from which the distributed solution is developed
[2]. Shub et al. clear out misconceptions about deadlock and propose a suitable
treatment in class [14]. Also, Puntigam et al. provide an object calculus with types
which distinguishes obligatory messages and optional messages and ensures that
obligatory messages are not prevented by deadlocks [11].
In this paper, we abstract the web environment to a formal architecture. Based
on that, interactions between services and resources can be easily analyzed, which
reflects the competitions of services. Furthermore, the deadlock prevention mechanisms introduced into the architecture can be analyzed theoretically. We take two
such solutions which are used wildly in industry as case studies. In one of them,
a web service requests for the shared web resources it needs and gets them only if
all the resources are available. Otherwise, the service releases the resources it has
got before [1,16,5]. Another solution defines a safety sequence first and forces every
service ask for resources according to the sequence [9,10].
Communicating Sequential Processes (CSP) can be used to model the interactions between parallel components. It has been successfully applied in the specifications and verifications of concurrent systems [12,13]. In this paper, we use CSP
method [4] to formalize a model intending to analyze the activities of the interactions between web services and shared web resources. Based on the trace semantics
of CSP, we analyze the solutions preventing the deadlocks. In addition, we can provide the theoretical supports for the validity of those solutions [6,7,15]. Moreover,
we can use the model checking tool FDR [8] to check the traces automatically.
This paper is organized as follows: Section 2 briefly introduces CSP method.
Section 3 studies the interactions among SI (service implementation), resource and
network. A framework is provided and the formalization is proceeded using CSP
method. Section 4 analyzes the deadlocks based on the achieved model using trace
approach. Two solutions to prevent deadlocks are applied in Section 5 and their
validity is analyzed. Section 6 concludes the paper.

2

The CSP Method

The CSP method, short for Communicating Sequential Processes, is first introduced
by C. A. R. Hoare. It provides a method to describe the sequential or the concurrent
behaviors of the system. It also haves a theory to specify and verify the correctness
of the system.
The syntax of the CSP language is shown below:
P, Q ::= SKIP | ST OP | a → P | P 2Q | P  b  Q | P ; Q | P k Q | µX • F (X) |
P |Q | P |||Q
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Every process P has an alphabet α(P ) to denote the actions which will be performed
by P .
The process SKIP terminates immediately without changing anything. Process
ST OP denotes a deadlock where no actions will happen.
a → P stands for the process, which first performs action a. The subsequent
behavior after performing action a is process P .
a → P 2b → Q behaves like the left side if a is supported by the environment,
and behaves like the right side if b is supported. If a=b or a and b are both supported
by the environment, the choice is nondeterministic.
P ; Q stands for the sequential composition of P and Q. If P terminates successfully, process Q will be scheduled. P  b  Q stands for the conditional choice. P
will be chosen if b is evaluated to be true, otherwise Q will be selected.
P k Q stands for the parallel composition of P and Q. The synchronization
between P and Q lies in the same actions of P and Q. For P kE=A Q, the synchronization between P and Q is based on the actions in set A.
P |||Q stands for the interleaving execution of P and Q. Its concurrent mechanism does not require interaction or synchronization.
P |Q stands for the choice between P and Q. It is non-deterministic.
CSP methods have a trace semantics for the language. It is a denotational
semantics abstract the behaviors of processes to the sets of traces recording their
possible actions in the executions. A trace is a sequence. The notation · is the
concatenation of sequences. For example if u = hai, v = hbi, then u · v = habi.
A bottom up method is used to define the language’s semantics. Every term in
CSP has its own traces. In detail,
traces(ST OP ) = {hi}
traces(SKIP ) = {hi, hXi}
where X denotes the termination of the process.
traces(c!e → P ) = {hi} ∪ {hc.ei · s | s ∈ traces(P )}
traces(c?x : T → P ) = {hi} ∪
{hc.ei · s | e ∈ T ∧ s ∈ traces(P [e/x])}
traces(P ; Q) = {hi} ∪
{s · hXi · t | s ∈ traces(P ) ∧ t ∈ traces(Q)}
traces(P Q) = traces(P ) ∪ traces(Q)
(
traces(P ), b = true
traces(P  b  Q) =
traces(Q), b = f alse
traces(P ||Q) = {s ∈ (X ∪ Y )∗ | s  X ∈ traces(P ) ∧
s  Y ∈ traces(Q)}
where X and Y denote the sets of communication events of P and Q. s  A retrieves
the elements in s which are members of the set A.
hi  A = hi
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Fig. 1. Framework

s · hai  A =

(
(s  A) · hai,

a∈A

s  A,
otherwise
S
traces(P |||Q) =df {s|||t | s ∈ traces(P ) ∧ t ∈ traces(Q)}
where hai · s|||hbi · t =df {hai · u | u ∈ s|||hbi · t} ∪ {hbi · u | u ∈ hai · s|||t}
If we have a model specified by CSP language, we can figure out its behavior in
form of a set of traces generated by above definitions. The analyses and verifications
in following sections are performed mainly based on these traces.

3

Formalization

3.1

Framework

Fig. 1 describes the structure of the interactions among service implementations,
resources and network. SI and resource get messages from network through channel
output and send messages to network through channel input. Network can store
the messages and send them. Every resource or SI will only process the messages
prepared for him.
The whole system consists of three parts: service implementation (SI), network
and resource. We suppose there are t service implementations which are independent
of each other. In order to inspect whether the system can terminate successfully,
we introduce process Check. When a SI finishes its work, a F inish action should
be observed from its behaviors. After all service implementations perform F inish,
a Complete action will appear in the behaviors of the whole system. In formal, our
system can be defined using CSP method as below:
System0 , (|||z∈1..t SIz ) k N etwork k Resource k Check(t)
Check(t) , |||t1 F inish → Complete
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3.2

Service Implementation

We suppose every SIz has its own Pz (Pz is the computations of SIz , which we
predigest to an action) and its own Bagz (z ∈ 1..t). If SIz needs n kinds of resources
and c resources of each kind, then all those resources constitute a multiset Bagz (n
and c are determined by SIz , n > 0, c > 0, n and c are integers). When SIz needs
resource i, it sends the requiring message in form of SIz .Req.i to the network. Then
SIz waits for the returning message from the network on channel output.
If SIz receives success response SIz .i.Success, it continues to require the next
resource it needs. When SI gets all the resources it requires, it will process actions
OK and Pz . After that, SIz releases all the resources it has, and turns into a state
performing action F inish.
If SIz receives busy response SIz .i.Busy, it will keep sending the requiring message until resource i is available. Note that E = {OK} means the synchronization
is based on set E, i.e., the action OK. We can define SIz using CSP as follows.
SIz , (ki∈Bagz ,E={OK}
µX • (input!SIz .Req.i → (output?SIz .i.Success → OK)
2(output?SIz .i.Busy → X)))
kE={OK} OK → Pz → |||i∈Bagz (input!SIz .i.Release) → F inish

3.3

Resource

Suppose we have m kinds of resources consisting set R and there are several resources
of each kind. For convince of expression, we consider that there are k resources of
each kind. After resource i (i ∈ R) receives requiring message SIz .Req.i, it will
return message SIz .i.Success to the network on channel input if it is in available
state (i.e.,F reeij , j ∈ 1..k) and then becomes busy. Otherwise (i.e.,Busyij ), it returns message SIz .i.Busy and will not turn to free state until receiving message
SIz .i.Release.
Resource , |||i∈R |||kj=1 F reeij (R = {A, B, ...})
F reeij , |z=1..t (output?SIz .Req.i → input!SIz .i.Success → Busyij )
Busyij , |z=1..t ((output?SIz .Req.i → input!SIz .i.Busy → Busyij )
2(output?SIz .i.Release → F reeij ))

3.4

Network

In the web environment, the communications between SI and resource are asynchronous. When the network receives a message on channel input, it stores the
message into a set ST . Also the network can output a message randomly and send
it to channel output. We suppose ST is infinite.
N etwork(∅) , input?d → N etwork({d})
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Fig. 2. System Instance

N etwork(ST ) , (input?s : ST → N etwork(ST ∪ {s}))
f ∈ST (output!f → N etwork(ST − {f }))

4

Deadlock Problem Analysis

4.1

System Instance

The premise of our system is that one resource can only serve for one service implementation at a time. A service will release the resources it holds after it finishes.
According to the definition of System0 in section 3.1, there are many services and
resources. Through our analysis, the deadlock cases can be simplified to the situation below. Two services and two kinds of resources with one resource of each kind
are involved in our system instance.
Generally, as shown in Fig. 2, SI1 has to get resource A and resource B together
to finish its work and so does SI2 . Hence, Bag1 = Bag2 = (A, B). Resource will
give the first requester the access, and then become busy until its occupier releases
it. We can define SI1 as follows.
SI1 : Bag1 = (A, B)
SI1 , (ki∈Bag1 ,E={OK}
µX • (input!SI1 .Req.i → (output?SI1 .i.Success → OK)
2(output?SI1 .i.Busy → X)))
kE={OK} OK → P1 → |||i∈Bag1 (input!SI1 .i.Release) → F inish
For SI2 , the formalization is similar.
There are only two kinds of resources (resource A and B) in System00 and one
resource of each kind. So the whole resource can be defined as follows:
Resource , F reeA1 |||F reeB1
For resource A, its initial state is F reeA1 . Here A stands for resource type, and
the number 1 refers to the first resource of type A. Resource A can be defined as
follows.
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F reeA1 , |z=1,2 (output?SIz .Req.A → input!SIz .A.success) → BusyA1
BusyA1 , |z=1,2 (output?SIz .Req.A → input!SIz .A.Busy → BusyA1 )
2(output?SIz .A.release → F reeA1 )
The formalization of resource B is similar as resource A.
System00 consists of resource, network and two services:
System00 , (SI1 |||SI2 ) k Resource k N etwork k Check(2)

4.2

Traces of Deadlock Problem

In the web environment, the services communicate with the resources through the
network, which force them wait for response messages before proceeding forwards.
Therefore, defining the traces leading to deadlocks directly may be complicated.
On the other side, the deadlock free traces can be easily defined. Every system has
its own behavior in form of a set of traces which is denoted as T r. Deadlock free
traces can be defined as follows.
Definition: (Trace without deadlocks)
Trace is called without deadlocks if
(1). It ends with action Complete.
(2). Or it is the prefix of traces satisfying definition 1.
Therefore, we can obtain a subset DeadlockF ree of T r in which every member
is a deadlock free trace. Based on that, the deadlock traces can be defined as
T r\DeadlockF ree.
Now we will focus on the deadlock problem about shared web resources. A
typical deadlock situation is shown in Fig. 3. SI1 occupies resource A and waits for
resource B while SI2 holds resource B and waits for resource A. Once a resource
is occupied by a service, it will be released only when the service finishes its work.
Therefore, both resources are busy and both services keep waiting for each other to
release their resources, which makes System00 be in deadlock state.
In our formal model, we can find the following trace in the behaviors of System00 .
It is one of the traces which lead to the deadlock we discussed above. We denoted
it as deadlock0.
deadlock0 =
hinput.1.Req.A, output.1.Req.A, input.1.A.success, output.1.A.Success,
input.2.Req.B, output.2.Req.B, input.2.B.Success, output.2.B.Success,
input.1.Req.B, output.1.Req.B, input.1.B.Busy, output.1.B.Busy,
input.2.Req.A, output.2.Req.A, input.2.A.Busy, output.2.A.Busy, ...i
As we can see, SI1 first requests for resource A by sending message 1.Req.A on
channel input and the network sends out the message to resource A using channel
output. We know that the elements input.1.Req.A and output.1.Req.A always appear together but they may not be in neighborhood. After that, SI1 gets resource
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Fig. 3. Deadlock Scheme

A successfully, and SI2 requests for resource B and gets it. In order to finish its
work, SI1 continues to ask for resource B which is busy with SI2 , and receives
busy message 1.B.Busy. Similarly, SI2 continues to request for resource A which
is busy with SI1 , and receives busy message 2.A.Busy. Then SI1 and SI2 keep
requiring. Neither of them can work forward. Therefore, deadlock0 cannot satisfy
the definition for deadlock free traces we mentioned before. Furthermore, trace d0
which is the prefix of deadlock0 cannot satisfy the definition either. Since it is not
a prefix of any traces ending with action Complete.
d0 = hinput.1.Req.A, output.1.Req.A, input.1.A.success, output.1.A.Success,
input.2.Req.B, output.2.Req.B, input.2.B.Success, output.2.B.Successi
There are also many other deadlock traces whose element orders are slightly different
with deadlock0, but actually they belong to the same type.
There have already been some solutions to solve the deadlock problem. Our
formal model can be used to analyze and verify them, which can provide a theoretical
support for their validity. In the following section, we take two deadlock prevention
solutions for instance.

5

Analyzing Deadlock Prevention Solutions

Our basic model System0 has no deadlock prevention mechanism. We can add some
mechanisms to it to simulate the effect of the corresponding solutions. Generally,
the system can be changed to SystemW :
SystemW , SolutionW k N etwork k Resource k Check(t)
W =0,1,2, t is the total number of service implementations in SystemW .
Solution0 , (|||z∈1..t SIz )
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Solution1 , (|||z∈1..t SIz0 )
Solution2 , (|||z∈1..t SIz00 )
Where the definitions of SIz0 and SIz00 will be provided in the later subsections.
5.1

Solution1

As we analyzed before, deadlocks occur based on the following fact: once a resource
is occupied by a service, it will be released only when the service finishes its work.
Solution1 intends to prevent deadlocks by means of breaking this rule. In other
words, if one or more resources are busy, SIz0 releases the resources it got before
and restarts.
Base on this, we redefine SIz to SIz0 . Additionally, we introduce a multiset SUz
to store the resources which SIz0 has already occupied. In general, SUz is sufficiently
large and initially SUz = ∅. An action SUz .Insert(r) is introduced to represent appending element r into SUz .
SUz .insert(r) , SUz ∪ {r}
First SIz0 requests the resources in its Bagz parallely, if success, it adds this resource into set SU using SUz .Insert(i) function and do action OK. OK, U N DO
and F inish0 are the actions which should be synchronized. When all the resources
that SIz0 needs are successfully acquired, SIz0 will do action OK and Pz0 , release the
resources in Bagz and do F inish. Otherwise, if SIz0 receives one busy response, it
will stop other requesting process by doing U N DO and F inish0 actions. But at
this time, if some of the other requesting processes have sent out their requests, SIz0
will wait until these requests are handled. After that, SIz0 releases all the resources
in set SU and restarts. Therefore, SIz0 can be written as follows.
SIz0 , ki∈Bagz ,E={OK,U N DO,F inish0 }
((input!SIz0 .Req.i →
(output?SIz0 .i.Success → SUz .Insert(i) → (OK|U N DO → F inish0 ))
2(output?SIz0 .i.Busy → U N DO → F inish0 ))
|U N DO → F inish0 )
kE={F inish0 } F inish0 → |||r∈SUz (input!SIz0 .r.Release) → SIz0
kE={OK} OK → Pz0 → |||i∈Bagz (input!SIz0 .i.Release) → F inish
We use System1 to represent the system with the deadlock prevention mechanism
of solution1 in formal.
System1 , Solution1 k N etwork k Resource k Check(t)
Now we will prove that the deadlock traces in System00 will not appear as deadlock
traces in System1.
Proposition 1: Deadlock traces in System0 such as d0 are no longer deadlock
traces in System1.
Proof : As the two service implementations both need resource A and B, we have
SI10 : Bag1 = A, B
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SI20 : Bag2 = A, B
After SI1 gets resource A successfully, it will insert A into its own set SU1 using
function SU1 .Insert(R). SI2 gets resource B and inserts B into SU2 . Afterwards
SI1 requires for resource B and receives busy response because resource B is occupied by SI2 , then SI1 will release resource A. In that case, SI2 can get resource
A successfully, finish its task and release resource A and B. After that, SI1 can
continue to require resource A and B and succeed. Therefore, the deadlock traces
described in System0 can be prevented in System1. In detail, we can find one of
the traces which end with action Complete and have d0 as their prefix.
tc1 = hinput.1.Req.A, output.1.A.Success, SU1 .Insert(A), input.2.Req.B, output.2.Req.B,
input.2.B.Success, output.2.B.Success, SU2 .Insert(B), input.1.Req.B, output.1.Req.B,
input.1.B.Busy, output.1.B.Busy, U N DO, F inish0 , input.1.A.Release, output.1.A.Release,
input.2.Req.A, output.2.Req.A, input.2.A.Success, output.2.A.Success, OK, P2 i ·
(hinput.2.A.Release, output.2.A.Releasei|||hinput.2.B.Release, output.2.B.Releasei) ·
hF inish, input.1.Req.A, output.1.Req.A, input.1.A.Success, output.1.A.Success,
input.1.Req.B, output.1.Req.B, input.1.B.Success, output.1.B.Success, OK, P1 i ·
(hinput.2.A.Release, output.2.A.Releasei|||hinput.2.B.Release, output.2.B.Releasei) ·
hF inish, Completei

We can find that System1 can surely finish its work along trace tc1. Other
deadlock traces in System00 can also result in the similar conclusion.
2
Summary: In fact, if we conceal the actions SU1 .Insert(A), SU1 .Insert(B),
U N DO and F inish0 in tc1, we can find that d0 is a prefix of tc, which implies d0 is
a deadlock free trace in System1. In other words, deadlock traces in System0 such
as d0 are no longer deadlock traces in System1. System1 can prevent deadlocks
without affecting the flexibility of the requesting process in System0. However, it
introduces some additional mechanisms in the service implementations, which may
violate the reusability of the services.
5.2

Solution2

In another solution, the idea of preventing deadlocks is to arrange an order for
all the shared web resources. Actually, every kind of resources can have a unique
identifier generated by concatenating resources Internet Protocol (IP) address. A
total lexicographical order can be obtained from the identifers of resources. We
represent this order as w.
In Solution2, we first define a sequence Seq for every service implementation
based on its Bag. For example, we have A w B w C, and if
Bagz = {B, B, C, A, C, A, C}
then we have
Seqz = {A, A, B, B, C, C, C}
We also define some operations applying on the sequences. head(s) is to get the
first element in s and tail(s) is to get the remaining sequence.
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In the above example,
head(Seqz ) = A
tail(Seqz ) = {A, B, B, C, C, C}
We redefine the service implementation as SIz00 , in which the order of the resource
requiring is regulated by w.
Firstly, SIz00 requests for resource head(Seqz ). If success, it will continue to request the next resource it needs. Otherwise, SIz00 does the requirement again. After
it gets all the resources it requires, SIz00 does actions OK and Pz , releases the resources in Seqz and does action F inish. We first give the definition for LSeqz .
L∅ , skip
LSeqz , input!SIz00 .Req.head(Seqz )
→ ((output?SIz00 .head(Seqz ).Success → LT ail(Seqz ) )
2(output?SIz00 .head(Seqz ).Busy → LSeqz ))
LSeqz is the process of requesting the resources in Seqz . Then SIz00 can be redefined
as below.
SIz00 , LSeqz → OK
kE={OK} OK → Pz00 → |||i∈Seqz (input!SIz00 .i.Release) → F inish
Solution2 , (|||z∈1..t SIz00 )
The system with deadlock prevention mechanism in solution2 is denoted by System2.
System2 , Solution2 k N etwork k Resource k Check(t)
Now we will prove that the deadlock traces in system0 can not appear as deadlock
traces in system2.
Proposition 2: Deadlock traces in System0 such as d0 are no longer deadlock
traces in System2.
Proof : We suppose that SI1 : Seq1 = A, B. SI2 : Seq2 = A, B.
In this case, SI1 can request resource A and get resource A, while SI2 cannot request
resource B at its first requiring step, because for SI2 , head(Seq2 ) is A. Therefore,
the deadlock trace cannot exist in system2.
Firstly, SI1 gets resource A. When SI2 requires for resource A, it will receive
busy response because resource A is busy with SI1 , then SI1 continues to require
resource B and gets it because resource B is free. Next, SI1 does OK and Pz
actions, releases resource A and B, and does F inish. After that SI2 can get the
resources it needs and finish its task. One of the traces is as follows:
tc2 = hinput.1.Req.A, output.1.Req.A, input.1.A.Success, output.1.A.Success, input.2.Req.A,
output.2.Req.A, input.2.A.Busy, output.2.A.Busy, input.1.Req.B, output.1.Req.B,
input.1.B.Success, output.1.B.Success, OK, P1 i ·
(hinput.SI1 .A.Release, output.SI1 .A.Releasei|||hinput.SI1 .B.Release, output.SI1 .B.Releasei) ·
hF inish, input.2.Req.A, output.2.Req.A, input.2.A.Success, output.2.A.Success, input.2.Req.B,
output.2.Req.B, input.2.B.Success, output.2.B.Success, OK, P2 i ·
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(hinput.SI2 .A.Release, output.SI2 .A.Releasei|||hinput.SI2 .B.Release, output.SI2 .B.Releasei) ·
hF inish, Completei

We can see that the order of resource requiring is fixed in every service and
System2 can finish its work with action Complete. Other deadlock traces in
System00 are similar and can be analyzed like this.
2
Summary: It is obvious that deadlock traces like d0 can not appear in the behavior of System2, which implies d0 is no longer a deadlock trace in System2. It is
not even a trace of System2. Therefore, System2 can prevent deadlocks without
modifying the service implementations and only confines the requesting order of
the resources. However, this mechanism removes some of the traces not leading to
deadlock in System0, which may reduce the efficiency of the whole system.
Actually, we can get a more strong proposition.
Proposition 3: All traces in System1 and System2 are deadlock free.

5.3

Analyzing Cases Without Deadlocks

In this section we will verify the following proposition.
Proposition 4: System1 and System2 can work normally in the environment
where System0 can not deadlock.
A system is called working normally if every service in the system can finish its
work ending with action F inish.
We suppose that System0 work normally and take an arbitrary service implementation SIx for example. SIx needs two resources (A and B). We define Sax
and Sbx for the convenience of the following expressions.
Sax , houtput.x.A.Busy, input.x.Req.Ai
Sbx , houtput.x.B.Busy, input.x.Req.Bi
The trace of System0 can be written as follows:
((hinput.x.Req.Ai · Sa∗x · houtput.x.A.Successi)
|||(hinput.x.Req.Bi · Sb∗x · houtput.x.B.Successi)) ·
hOK, Px i · (hinput.SIx .A.Releasei|||hinput.SIx .B.Releasei) · hF inishi
The notation s∗ stands for a group of sequences which can either be an empty
sequence or the iteration of sequence s for any times.
From the analysis above, we know that SIx can send requiring messages to
resource A and B for many times until receiving the successful responses. After SIx
finishes its work with these two resources, SIx releases them.
Solution1
In Solution1, We can analyze the traces of SIx0 in four kinds of cases in which
the system will follow the traces N orsys11, N orsys12, N orsys13, andN orsys14 respectively. The four cases is distinguished by the state of resource A and resource
B.
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Case 1: When both A and B are free, the trace of SIx0 can be as follows:
N orsys11 , hinput!x.Req.A, output!x.A.Success, SUx .insert(A),
input!x.Req.B, output?x.B.Success, SUx .insert(B), OK, Px i ·
(hinput!x.release.Ai|||hinput!x.release.Bi) · hF inishi
In this case,

SIx0

can obviously work normally.

Case 2: When resource A is busy and resource B is free, SIx0 requests for resource A
and receives message x.A.Busy, then SIx0 does U N DO and F inish0 synchronously.
The trace can be a little complicated if SIx0 has already sent the requests for resource B when receiving messages x.A.Busy. In this situation, SIx0 must wait for
the response from the available resource B and handle it before performing U N DO
and F inish0 . Then SIx0 will restart and the following actions depend on the new
states of the resources. That is why N orsys12 may turn into N orsys11, N orsys12,
N orsys13, or N orsys14. The traces of SIx0 can be written as follows:
N orsys12 , (hinput!x.Req.A, output?x.A.Busy, U N DO, F inish0 i ·
uhinput!x.Req.A, input!x.Req.B, output?x.A.Busy,
output?x.B.Success, SUx .insert(B), U N DO, F inish0 ,
input!x.release.Bi)·(N orsys11 | N orsys12 | N orsys13 | N orsys14)
The notation s|t means that a choice should be made between s and t according to
the resource states at that moment. The notation s u t also means a choice which
is performed by the service itself.
Case 3: When resource B is busy and resource A is free, this kind of case is similar
with second situation we mentioned in case 2. The trace is as follows.
N orsys13 , hinput!x.Req.A, output?x.A.Success, SUx .insert(A),
input!x.Req.B, output?x.B.busy, U N DO, F inish0 ,
input!x.release.Ai · (N orsys11 | N orsys12 | N orsys13 | N orsys14)
Case 4: When both resource A and B are busy, the traces are similar with case
2 except that after SIx0 requiring for resource B it will definitely receive message
x.B.Busy. Finally, N orsys14 may turn into N orsys11, N orsys12, N orsys13, or
N orsys14. The traces of SIx0 can be written as follows:
N orsys14 , (hinput!x.Req.A, output?x.A.Busy, U N DO, F inish0 i ·
uhinput!x.Req.A, input!x.Req.B, output?x.A.Busy,
output?x.B.Busy, U N DO, F inish0 i) ·
(N orsys11 | N orsys12 | N orsys13 | N orsys14)
Summary: Considering that resource A and resource B will not be busy all the
time, in other terms, case 2, 3 and 4 will eventually turn into case 1. Therefore
SIx0 can finish its computation eventually, which implies the proposition 4 we mentioned above holds in System1. The cases above are based on the assumption that
resource A is requested first. The cases in which resource B is requested first are
similar, hence we omit them.

92

ding

Solution2
In Solution2, we suppose A w B. Then the traces of SIx00 can be written as
follows.
hinput!x.Req.Ai · Sa∗x · houtput?x.A.Successi · hinput!x.Req.Bi · Sb∗x ·
houtput?x.B.Successi · hOK, Px i · (hinput!x.release.Ai|||hinput!x.release.Bi) ·
hF inishi
Below we also discuss the traces in four cases.
Case 1: When both resource A and resource B are free, SIx00 can finish normally
obviously. The traces are as follows.
N orsys21 = hinput!x.Req.A, output?x.A.Success, input!x.Req.B,
output?x.B.Success, OK, Px i ·
(hinput!x.release.Ai|||hinput!x.release.Bi) · hF inishi
Case 2: When resource A is busy and resource B is free, SIx00 first requests for
resource A and receives busy message. Then SIx00 will restart. At this moment, its
following traces depend on the new states of resources. Therefore, N orsys22 may
turn to N orsys21, N orsys22, N orsys23 or N orsys24.
N orsys22 = hinput!x.Req.A, output?x.A.Busyi ·
(N orsys21 | N orsys22 | N orsys23 | N orsys24)
Case 3: When resource A is free and resource B is busy, SIx00 can finish working
normally because resource B will not be busy all the time. The traces can be written
as follows.
N orsys23 = hinput!x.Req.A, output?x.A.Successi ·
hinput!x.Req.B, output?x.B.Busy, input!x.Req.Bi · Sb∗x ·
houtput?x.B.Success, OK, Px i ·
(hinput!x.release.Ai|||hinput!x.release.Bi) · hF inishi
Case 4: When resource A and resource B are all busy, the case is just like case 2
because the state of resource B makes no sense when resource A is busy. The traces
of SIx00 are the same with case 2.
N orsys24 = N orsys22
Summary: According to the assumption, resource A and resource B will not be
busy all the time. Therefore, case 2 and case 4 will turn to case 1 and case 3. In
other words, SIx00 can finish its work, which implies the proposition 4 we mentioned
above holds in System2. From another view, in any case the solution2 guarantees
that at least one service implementation can get all the resources it needs.

6

Conclusion

In this paper we build up the service interactions model and analysis the deadlock
problem related with shared internet resources. Then we provide a method to
analyze and verify the deadlock prevention solutions using the trace semantics of

93

ding

CSP. Based on that approach we can prove the validity of those solutions. We
have already applied the approach to solutions in this paper and get the conclusion
that these two solutions are effective in preventing deadlocks. The advantages and
disadvantages can also be observed from the formal behavior model.
In the near future, we will use the model checking tool FDR to make the proving
automatical. Also we will expand the basic model and add more factors such as
solution’s efficiency and service quality to make it easy to do the choice according to
different requirements. And then we will try to use this approach in more solutions
involving deadlock detection, prevention or avoidance [17].
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Abstract
As a programming model, MapReduce is popularly and widely used in processing and generating large
cluster of data sets distributed on large amount of machines. With its widespread use, its validity and
other major properties need to be analyzed in a framework of formal model. In this paper, a formal model
is presented using CSP method. We focus on the dominant parts of MapReduce and formalize them in
detail. Through this formal model, the processing and function of each component can be clearly reflected.
Moreover, we illustrate this formal model by an example computation. The result reflects the validity of
MapReduce in some appropriate applications.
Keywords: MapReduce, Formal Modeling, CSP, Cloud Computing

1

Introduction

Cloud computing with applications of large data is a crucial issue in the engineering field [2,8,21]. Google has implemented various special-purpose computations for
massive data processing [3,14,22]. MapReduce, as one framework of these computations, is now popularly used in cloud computing [4,5,6,12]. Under this framework,
the distributed input data and parallelized computation performed on large amount
of machines can be handled effectively.
Due to its widespread use and complexity, the precision and properties of the
MapReduce model need to be formalized. In this paper, we propose a formal model
of MapReduce framework by using the CSP (Communicating Sequential Processes)
method [9,15]. As a method for describing interactions between different progresses,
CSP has been successfully applied in modeling and verifying various concurrent
systems [16,17,18]. In accordance with its model checker FDR (Failure Divergence
1
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Refinement)[1,13], this formalization method can verify properties of concurrent
systems in mechanical sense, including deadlock, livelock, determinism and refinement.
There are some other approaches for dealing with parallel programs [19]. The
Bird-Meertens Formalism [7] is an approach to develop and execute data-parallel
programs, which supports the construction of programs by equational transformation. Skillicorn then applied Bird-Meertens Formalism in dealing with architectureindependent parallel computation [20]. For concurrent system, LTSA (Labeled
Transition System Analyser) [11] is one of the tools supporting system verification and animation. In accompanying with LTSA, FSP is applied for describing the
system behaviour.
Although some work has already been done on MapReduce with the method of
Bird-Meertens Formalism, it mainly focuses on the behaviour of one particular component [20]. Applying CSP to formalize MapReduce framework, we aim at giving
a formal model to clearly reflect the interaction between the components, as well
as the whole process of one task. Furthermore, based on the achieved model, we
can analyze some properties of the interaction between concurrent processes, such
as nondeterminism and non-termination. Our model can also be used to verify the
error handling component. Different applications usually adopt different strategies
to handle failures. For one MapReduce application, the synchronicity and consistency in the error handling process needs to be verified. Our model describes one of
the most popular error handling strategies. Based on the achieved model, the data
consistency of that strategy can be verified. Moreover, we can extend this method
to some other error handling strategies and propose some refinements of them.
The framework of MapReduce [5,6,12] can be described as below. It is mainly
made up of four parts, which are System, Map Tasks, Reduce Tasks, and File System. All these map and reduce tasks will run on a large number of distributed
machines and process on data that needs concurrent computation. System takes
the responsibility of scheduling the map/reduce tasks and handling failures. Map
Tasks process the input files into a set of intermediate key/value pairs, sort and
combine them. Reduce Tasks merge all the intermediate values with the same intermediate key and produce the final data. All these input files and final data will be
recorded in File System. Based on this framework, MapReduce possesses efficiency
on distribution, parallelization, fault-tolerance and high scalability.
According to MapReduce model, our formal model contains four parts, M aster,
M AP P ER, REDU CER and F S. It reflects the processing and some properties
of MapReduce clearly. The MapReduce example computation we present at last
indicates the correctness of our formal model, as well as the property of reliability
from the practical point of view.
This paper is organized as follows. Section 2 briefly introduces the CSP method.
For MapReduce, we give a brief overview in section 3. In section 4, we formalize
MapReduce model under CSP framework. Section 5 presents an example computation of the formal model. The last section concludes the paper.
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2

CSP Method

CSP, abbreviation for Communicating Sequential Processes, is a member of the
process algebra family which focuses on the mathematical theories of concurrency.
As a formal language proposed by C.A.R Hoare firstly, it describes patterns of
interaction in concurrent. In this section, we give a brief overview of CSP, of which
the more details can be found in [9].
The syntax of the CSP language is shown as below:
P, Q ::= a → P | a → P 2 b → Q | P  b  Q | P ; Q | x : B → P (x) |
P ||Q | P |||Q | µ(X) • F (X) | ?c x | !c e
Here a and b represent atomic action. P and Q stand for process. c stands for
channel name.
•

a → P stands for the process which does action a first. After performing action
a, its subsequent behaviour is the process P .

•

a → P 2 b → Q behaves like a choice between the two components. If a
is supported by the environment, the whole process then behaves like P side.
Otherwise, the whole process behaves like Q.

•

P  b  Q denotes the conditional choice. It behaves like P if the value of b
is true, or like Q if b is false.

•

P ; Q stands for the sequential composition. It first behaves like P . When P
terminates successfully, it continues by behaving like Q.

•

x : B → P (x) stands for the process whose first behaviour is selected from set
B. After performing the selected action a, the subsequent behaviour is P (a).

•

P ||Q denotes a process consisting of two parallel components. The two components execute concurrently and are synchronized with the same communication
events.

•

P |||Q denotes a process consisting of two processes with the same alphabet.
They operate concurrently without direct interacting or synchronizing with each
other.

•
•

µX • F (X) denotes the recursion, where X is involved in F (X).
In order to describe the communication between different parallel components,
two commands ?c x and !c e are introduced for sending and receiving behavious.
Statement 00 ?c x00 waits for the arrival of a value through channel c and the
received value is stored in variable x. For statement 00 ?c e00 , it sends value e
through channel c to the parallel component.

For every program P , we use α(P ) to stand for the alphabet. It denotes the actions
that the process can be performed.

3

Overview of MapReduce

MapReduce, as a programming model that is proposed by google, processes massive
data on large amounts of commodity machines by the use of scalable parallel appli-
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cations. As a functional programming framework, MapReduce treats computation
as mathematical functions. To improve efficiency, it distributes the computation
rather than data to lots of machines. Its framework consists of two crucial functions M ap and Reduce, which are written by users. The execution of each function
is performed through a large amount of instances on a compute cluster, and the
task is assigned by M aster.
There are a great many instances of M ap program running on various nodes of
commodity machines. One M ap function takes a set of input files and transforms
them into the outputs of intermediate key/value pairs. All the intermediate associated with the same intermediate key will be passed to a corresponding Reduce
program.
The multiple instances of Reduce program performed on various nodes merge
together all those values to form a final data which will be passed back to the file
system.
Figure 1 shows the overall flow of a MapReduce operation [6,10] related to our
formalized model.

Figure 1: MapReduce Overview
In the figure, the four nodes represent the four main components of MapReduce.
Master, the crucial role of our model, is responsible for assigning tasks to MAPPER
and REDUCER, as well as recording the state of each task. Moreover, it can
also handle the errors. MAPPER, composed of a great many Mappers, processes
a set of map tasks. After receiving map tasks from Master, Mapper reads data
from File System (FS) and processes them using map function. The processing
includes mapping input data into a set of intermediate key/value pairs, sorting and
combining them, and finally sending messages to Master. REDUCER, made up of
many Reducers, processes a set of reduce tasks. A Reducer is firstly informed by
the Master. Then it reads data from Mapper and finally sorts them according to
the intermediate keys. In this program, the input and output data are stored in the
File System named FS.
When the user program calls the MapReduce function, the following sequence
of actions occurs:
1. The program starts when the job demand from user is accepted. To assign task,
the master sends message to certain Mappers selected.
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2. The selected Mapper sends request to FS for the corresponding input split.
3. Mapper reads the corresponding input data from FS.
4. When reading finished, Mapper parses key/value pairs out of the input data
and records them. Then the result is sorted, combined and partitioned using
partitioning function such as hash. The locations of the intermediate results are
passed back to the Master.
5. Receiving the inform, Master selects Reducers for each Map task, and notifies
each of them about the locations of the corresponding split respectively.
6. For each Reducer, once notified by Master, it sends read request to the corresponding Mapper for data reading.
7. Reducer reads the corresponding data split from Mapper.
8. Reducer works on the key and the corresponding set of intermediate values, and
writes the result back to FS.
9. The signal of completion will be sent back to Master when the Reduce task is
finished.
10. Master checks the usability of workers. If some of them fail, it will start corresponding error handling process.

4

Formalizing MapReduce

In this section, we give the formal model of MapReduce. The formalization is
proceeded based on the four parts described in figure 1.
4.1

SYSTEM

For the whole system, there are four crucial processes running in parallel, M aster,
M AP P ER, REDU CER and F S. The M AP P ER and REDU CER correspond to
map and reduce task handling respectively, while F S stands for the File System. As
the crucial role of our model, M aster is with responsibility of connecting Mappers
to Reducers.
We formalize the whole system as below.
SY ST EM , M AST ER k M AP P ER k REDU CER k F S

The footmarks in the following parts are defined as below:
i: the ID of Map Task
t: the ID of Mapper progress
k: the ID of Reduce Task
j: the ID of Reducer progress
I: the total number of Map Tasks, relies on the implementation.
R: the total number of Reduce Tasks, relies on the setting of users.
4.2

MAPPER

One MapReduce job assigned by Master needs a great deal of Mappers working
together, each of which has a unique Mapper ID marked as t and corresponds to
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a Mapper progress. Under such condition,
Mappers can be formalized as follows:

M AP P ER

which is made up of various

t∈T

M AP P ER ,kt M appert

Here, T contains all the Mapper ID corresponding to Map Task.
The Mapper process is mainly responsible for mapping the input data into the
intermediate key/value pairs, which will be dealt with by Reducers. It can be defined formally as follows:
M appert , (M asterMt ?M essage → Mt F S!Request → Mt F S?InputData
→ cal(InputData) → Mt M aster!Inf ormt ) k (k| SendDataj )
SendDataj , Mt Rj ?k → Mt Rj !Splitk

t ∈ T, j ∈ J, k ∈ R

Here, T and R have been defined previously.
sponding to Reducer Task.
The channels in

M appert

: channel from

M aster

• Mt M aster

: channel from

M appert

to

M appert

to

M aster

carrying message

M essage.

carrying message

Inf orm.

• Mt F S :

channel between

M appert

and

FS

• Mt Rj :

channel between

M appert

and

Reducerj

M appert

contains all the Reducer ID corre-

can be illustrated as below.

• M asterMt

The messages in

J

for the data request and transmission.
for data transmission.

can be described as below.

• M essage , R#F ileN ame#ChunkIndex
M essage is sent from M aster to M appert . Here R stands for the corresponding number
of Reducers. F ileN ame and ChunkIndex are the name and index information of file
data saved in the F S .
• Request , F ileN ame#ChunkIndex

Requset that is sent from
• InputData

M appert

to

FS

stands for the chunk data that

contains file information it needs.
FS

sends back.

• Inf ormkt , Splitk Locationk Sizek #Mt , k ∈ [0, R − 1]

Here t stands for the ID of corresponding Mapper and k is the ID of the split
produced by the Mapper. Inf ormkt which is sent from M aster to Reducerj contains
the location and size information of the Splitk in M appert .
• Inf ormt , Inf orm1t #Inf orm2t # · · · #Inf ormRt
Inf ormt

that is sent from M appert to M aster includes all the split information M appert

creates.
• k

represents that

• Splitk ,

Reducerk

requests for the k-th split.

the k-th split stored in the Mapper, will be sent to

Reducerk .

The whole process of M appert progress can be described as follows. Firstly, M appert
receives a message from Master in channel M asterMt . The message includes the
number of the corresponding Reducers, as well as the file information involving file
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name and chunk index. Secondly, M appert requests the input split from F S according
to the file information. Thirdly, after receiving the needed data, M appert deals with
them by the calculating function cal. Lastly, if the data has been partitioned into
R splits, the locations of them will be sent back to the M aster for the notification of
the corresponding Reducers.
The process of the calculating function can be divided into several steps. Firstly,
M appert maps the input data into intermediate key/value pairs. Then, the results
will be sorted and the key/value pairs with the same key will be combined. Finally,
the combined key/value pairs will be partitioned into R splits by partition function,
such as hash function. The number of the split can be set by users. We describe
the calculating function as follows:
cal(InputData) ,
map(InputData); sort({hkey, valuein }); combine({hkey, valuein });
partition({hkey, V in0 }).
map(InputData) = {hkey, valuein }
sort({hkey, valuein }) = {hkey 0 , value0 in }
combine({hkey 0 , value0 in }) = {hkey 0 , V in0 }
partition({hkey 0 , V in0 }) = {Splitk }, k ∈ R
Splitk = {hkey 0 , V in0 },
k

if hash(key 0 ) mod R = k
where, n, n0 , n0k ∈ [1, N ]

Note that,
• cal

is the calculating function mentioned previously. map does the map task. sort
and combine are functions that are responsible for sorting and combining. partition
is the function used to partition the result.

•

The footmarks n, n0 and n0k denote the number of pairs. If the pairs have the same
key, their values will be combined into V .

4.3

REDUCER

The REDUCER system is composed of many Reducers:
REDU CER ,kj Reducerj , j ∈ J

Here, J contains the IDs of all the usable Reducers. Each Reducer owns its ID
marked as j and processes the corresponding reduce works independently.
The

Reducerj

progress is formalized as below:

Reducerj , (|||i∈[1,I] (M asterRj ?Inf ormkt → Mt Rj !k → Mt Rj ?Splitk ));
Reduce((Splitk )I ) → Rj F S!F inalData → M asterRj !Completed
where i ∈ [0, I − 1], k ∈ [0, R − 1]

The channels in
• M asterRj :
• Rj F S :
• Mt Rj

Reducerj

can be illustrated as below:

the channel between

M aster

and

Reducerj

the channel between File System and

Reducerj

can be obtained from previous MAPPER part.
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The message in
• F inalData:

Reducerj

can be described as follows:

the final result produced by Reducer.

• Inf ormkt , k,

and

The function in

Splitk

Reducerj

have been described in previous part.
can be described as follows:

• Reduce((Splitk )I )

stands for the function defined by user according to the specific
applications. It works on the k-th split of all those Mappers, and generates a final
result.

The whole process of Reducerj can be interpreted as follows. When notified by
Master about the file split location in a certain Mapper, Reducerj requests for the k-th
split from M appert and waits for its response. For one specific application, there are I
Mappers, with whom a Reducer needs to communicate. All these communications
run in the interleaving mechanism. When all the Splitk s from different Mappers
arrive, Reducerj will call reduce function. If the function finishes successfully, the
result will be written back to the File System and a completed signal Completed will
be returned to Master.

4.4

MASTER

The behaviour of Master is formalized as follows.
M aster ,k (ErrorHandling ki∈[0,I−1] CommP rogressi ki∈[0,I−1] Interf acei
k StateM anager)

Master can be classified into four parallel components: job assignment receiving
(i.e., Interf acei ), task state storing (i.e., StateM anager), error handling (i.e., ErrorHandling)
and process controlling (i.e., CommP rogressi ).
Now we start to consider the responsibility of Master. It first receives job assignment, then notifies the selected Mappers about the total number of Reducers and
the information of input file. After that, it waits for the inform of splits information
from Mapper. When that information arrives, Master will send messages to the
corresponding Reducers and wait for the return of completed signal.
CommP rogressi is the most crucial part of Master in our formalization. One map
task can be distributed into I Mappers, and each map task M apT aski corresponds to
a CommP rogressi .
CommP rogressi ,
Interf acei Ci ?M apT aski → µX(ST AT Ei !M apT askIDi
→ ((ST AT Ei ?N U LL → ST OP )
(ST AT Ei ?Mt→M asterMt !M essage→(M Errort Ci ?M apT askIDi→X)
(Mt M aster?Inf ormt
of f

→ k

k

((ST AT Ei !ReduceT askIDk → ST AT Ei ?Rj → Aj )

(M Errort Ci ?M apT askIDi → of f → X))))))
Aj , M asterRj !Inf ormkt → M asterRj ?Completed
(RErrorj Ci ?ReduceT askIDk → ST AT Ei !ReduceT askIDk
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→ ST AT Ei ?Rj 0 → Aj 0 )

The channels in

CommP rogressi

can be illustrated as bellow:

• Interf acei Ci :

the channel between Interf acei and CommP rogressi on which the message
is sent to master for task assigning.

• ST AT Ei :

the channel between the
state message is communicated.

StateM anager

on which the

• M Errort Ci :

CommP rogressi ,

on which the

• RErrorj Ci :

CommP rogressi ,

on which the

CommP rogressi

and

the channel between ErrorHandling and
Error message about M apT aski is send.
the channel between ErrorHandling and
Error message about ReduceT askk is send.

•

Other channels and messages can be obtained from the previous part.

Then we illustrate the message appeared in this progress:
• M apT aski :

one specific Map task

• M apT askIDi :
• N U LL:
• Mt :

ID of

the message send by

ID of progress

• ReduceT askIDk :
• Rj :
•

M apT aski

denoting no usable Mapper

M appert

ID of

ID of progress

StateM anager

ReduceT askk

Reducerj

Other messages can be obtain form previous parts.

The behaviour of CommP rogressi is interpreted as follows. CommP rogressi first
receives task message of M apT aski from Interf acei on channel Interf acei Ci . Then, it
sends M apT askIDi (i.e, ID of M apT aski ) to StateM anager, which will return Mt (i.e.,
ID of the corresponding Mapper). The NULL message from StateM anager indicates
that no Mapper is available. In this case, the whole progress stops. After receiving
Mt , CommP rogressi will notify M appert about the corresponding map task by sending
message via the channel M asterMt .
Inf ormt from M appert stands for the completion of M apT aski . It contains all those
split locations and size information. For each split, StateM anager will return a Reducer ID (i.e., Rj ). Then, Master informs every selected Reducers of Mt about the
split information, after that waits for completed signal.
For fault tolerance, we have three types of failure handling. If Mapper fails before
completion, CommP rogressi will select another Mapper for re-execution. If Mapper
has completed the task but fails when the corresponding reduce tasks are still in
processing, CommP rogressi will stop the reduce tasks and restart another Mapper. If
an uncompleted Reducer fails, another Reducer will be selected for re-execution.
Interf acei , Interf acei Ci !M apT aski

When the interface accepts the task order from user program, it will send out
M apT aski to CommP rogressi via the channel Interf acei Ci .
ErrorHandling ,kt,j (M Errort Ci !M apT askIDi |RErrorj Ct !ReduceT askIDk )
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This model tolerates machine failure gracefully. ErrorHandling is designed to listen
the failure of either Mapper or Reducer. The failure of M apperi will be passed to
CommP rogressi via the channel M Errori Ci , whereas the failure of Reducerj will be sent
to all those CommP rogressi involved in the job through the channel RErrorj Ci . Mt and
Rj are messages standing for the ID of Mapper and Reducer respectively.
StateM anager ,ki ((ST AT Ei ?M apT askIDi → ST AT Ei !Mt )
(ST AT Ei ?ReduceT askIDk → ST AT Ei !Rj ))
StateM anager takes charge of choosing M apper or Reducer for the corresponding task.
According to the related tables, StateM anager returns message Mt for M aptaski , and
message Rj for Reducej . StateM anager is related to five tables which are illustrated as
follows.
• IdleM apperT able

states idle Mapper ID. Each Mapper has three backup IDs, because
the data of one map task has three copies and each copy is related to its own
Mapper ID. When a Mapper fails, StateM anager will invoke another copy to reexecute.

• IdleReducerT able
•

records the states of all these idle Reducers.

The Mappers that in use are recorded in InU seM apperT able corresponding to each
map task. All those mapper IDs are initialized as 0.

• InU seReducerT able

is similar to InU seM apperT able, except that it has a N otek corresponding to each reduce task. N otek is initialized as 0. If the failure of a Reducer
is returned, the corresponding N otek will be changed to 1.

• M RRelationT able

records the working state of each Reducer corresponding to Mapper. For each map task, we record the related Reducer in this table.

Below are the structures for
i (MapTaskID)

InU seM apperT able

1

2

and

InU seReducerT able.

...

k (ReduceTaskID)

t (Mapper ID)

1

2

...

j (Reducer ID)

InUseMapperTable

InUseReducerTable

Message Mt is the result of function Return. It can be obtained via the formula below.
Mt := Return(i, IdleM apperT able, InU seM apperT able)

Here, 0 i0 represents for the M apperT askIDi . This function returns a Mapper ID
for the Map Task according to IdleM apperT able. The result will be recorded in
InU seM apperT able.
Message Rj is the result of function ChooseR or CorrR depending on the Boolean value
of f . It can be described as below.
Rj := ChooseR(IdleReducerT able, InU seReducerT able)
C f (N otek , InU seReducerT able, k) B
CorrR(InU seReducerT able, k)
where,
f (N otek , InU seReduerT able, k)
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8
>
< 1 Notek = 1
= 1 Notek =
6 1 and InU seReducerT able(k) = N ull
>
:
0 Notek =
6 1 and InU seReducerT able(k) 6= N ull

Function ChooseR chooses an idle Reducer from IdleReducerT able to accomplish the
reduce task, and records it in the related place of InU seReducerT able. Function CorrR
searches the InU seReducerT able and returns the corresponding Reducer ID.
N otek = 1 indicates the failure of corresponding Reducer, and InU seReducerT able(k) =
N ull indicates no Reducer left for the selection of Reduce task. Both those two
conditions need to choose an idle Reducer. In other conditions, the corresponding
Reducer is called.
4.5

File System

The behaviour of file system can be described as below.
F S , (|||t (Mt F S?Request → Mt F S!InputData))
(|||j Rj F S?F inalData)

Both InputData and F inalData are recorded in F S . Each Mapper and Reducer own
its communication channel with F S . If a request from M appert arrivesoi iiuklmkl, F S
will respond the corresponding chunk data formalized as InputData via channel Mt F S .
Reducers will transmit F inalData to F S for storage. All those processes sending and
receiving data run in parallel.

5

MapReduce Example Computation

To give a concrete and clear view of the achieved model, a MapReduce example
computation is presented in this section. In this example, we trace the processing of the model in a specific MapReduce application. The processing reflects the
function of each component and the communication between them in a practical
way, and more than that, to some extent, the result can reflect the validity and
correctness of the achieved model. There are two cases for the analysis: one is normal flow (i.e., no failure encountered); the other is exception processing (i.e., failure
encountered). In this example, we count the occurrences of each word-length in the
text below:

In this case, M aster receives MapReduce job above from user. Each line of the
text will be seen as an object of one Map Task. So M aster will partition it into six
Map tasks (i.e., M apT askID = 0, 1, 2, 3, 4, 5 ), each of which is to be handled by
one unique M apper. M aptaski will be assigned to a Mapper by CommP rogressi .
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Receiving the task assignment, Mapper maps each word into the intermediate
key/value pairs in the form hword length, 1i, which will be sorted, combined and
partitioned. Because the total number of Reducers R is set as 3, the result will
be partitioned into 3 splits (i.e., Split0 , Split1 , Split2 ). Each of them will be sent
to one Reducer. For all the 6 Mappers, Split0 will be sent to Reducer0 , who is
responsible for reducing all these 6 splits. Split1 and Split2 are similar. Finally,
the final data will be written back to FS.
Figure 2 shows the flow of the case that we explained above.

Figure 2: Example Flow
5.1

Normal Flow

We now present the normal flow of this example based on our achieved model. The
job is firstly accepted by M aster, who assigns tasks to Mappers and chooses corresponding Reducers to handle the result of Mappers. So the normal flow of M aster
is presented at first.
•

M aster:
M aster ,k (ErrorHandling ki∈[0,5] CommP rogressi ki∈[0,5] Interf acei k StateM anager)

This text contains six lines, each of which is handled by a unique CommP rogressi
and Interf acei Ci . All these lines share ErrorHanding and StateM anager. We
illustrate Commprogress0 as an example below. Other CommP rogresss are similar.
CommP rogress0 ,
Interf ace0 C0 ?M apT ask0 → ST AT E0 !M apT askID0 → ST AT E0 ?M0 →
M asterM0 !M essage → M0 M aster?Inf orm0 →
(ST AT E0 !ReduceT askID0 → ST AT E0 ?R0 → A0 )
k (ST AT E0 !ReduceT askID1 → ST AT E0 ?R1 → A1 )
k (ST AT E0 !ReduceT askID2 → ST AT E0 ?R2 → A2 )
A0 , (M asterR0 !Inf orm0t → M asterR0 ?Completed)
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A1 , (M asterR1 !Inf orm1t → M asterR1 ?Completed)
A2 , (M asterR2 !Inf orm2t → M asterR2 ?Completed)

t = 0, 1, 2, 3, 4, 5

CommP rogress0 processes the first line. It needs the return of StateM anager,
who takes the responsibility of choosing Mappers and Reducers according to its
tables. Here we present the primary tables that show the choice of Mappers and
Reducers.
i (MapTaskID)

0

1

2

3

4

5

k (ReduceTaskID)

0

1

2

t (Mapper ID)

0

1

2

3

4

5

j (Reducer ID)

0

1

2

InUseMapperTable

InUseReducerTable

For example, according to the tables, M apper0 is chosen for M apT ask0 while
Reducer2 is chosen for ReduceT ask2 . We omit all the other details here.
•

M AP P ER:

Mappers process input file splits into intermediate key/value pairs. Each of them
in this example deals with a line of data independently. We present M apper0 for
example.
M apper0 ,
(M asterM0 ?M essage → M0 F S!Request → M0 F S?InputData → cal(InputData)
→ M0 M aster!Inf orm0 )
k (M0 R0 ?0 → M0 R0 !Split0 |||M0 R1 ?1 → M0 R1 !Split1 |||M0 R2 ?2 → M0 R2 !Split2 )
where,
InputData = ”With the expansion of information, large data and computation applications”
M essage , 3#T estF ile#0
Request , T estF ile#0

Here, 3 represents the total number of Reducers. T estF ile is the name of input file.
0 is the ChunkIndex of this input data.
InputData is mapped into intermediate key/value pairs by map function and
then hashed into corresponding splits. For each word, key relates to the wordlength, and value is the count of occurrences, which is set as 1 in this example.
Split0 will be sent to R0 when request arrives. Other splits are similar, and all
these processing run in parallel.
M apResult = map(InputData)
= {h4, 1i, h3, 1i, h9, 1i, h2, 1i, h11, 1i, h5, 1i, h4, 1i, h3, 1i, h11, 1i, h12, 1i}

Note that the pair hx, yi means the word with a length of x occurs y time(s).
M apResult is sorted by the ascending order of key.
SortResult = sort(M apResult)
= {h2, 1i, h3, 1i, h3, 1i, h4, 1i, h4, 1i, h5, 1i, h9, 1i, h11, 1i, h11, 1i, h12, 1i}

The values of those pairs with the same key will be combined together.
comResult = combine(SortResult)
= {h2, (1)i, h3, (1, 1)i, h4, (1, 1)i, h5, (1)i, h9, (1)i, h11, (1, 1)i, h12, (1)i}

Here, the second element in the pair is a compound form. For example, ”h3, 1i, h3, 1i”

107

yang

in SortResult will be combined to be ”h3, (1, 1)i” in comResult.
comResult is partitioned into three splits. The partitioning function we use here
is a hash function:
P atition(ComResult) = {Split0 , Split1 , Split2 }
If hKey, V i ∈ Splitk , hash(Key) = k, k = 0, 1, 2

Split0 stores those pairs whose

hash(key)

value is 0. Other splits are similar.

Split0 = {h3, (1, 1)i, h9, (1)i, h12, (1)i}
Split1 = {h4, (1, 1)i}
Split2 = {h2, (1)i, h5, (1)i, h11, (1, 1)i}

The formalization of other Mappers is similar. The details of them can be obtained in Appendix A.
•

REDU CER:
From the aspect of Reducers, we present Reducer0 for example.
Reducer0 , ((M asterR0 ?Inf orm00 → M0 R0 !0 → M0 R0 ?Split0 )
|||(M asterR0 ?Inf orm01 → M1 R0 !0 → M1 R0 ?Split0 )
|||(M asterR0 ?Inf orm02 → M2 R0 !0 → M2 R0 ?Split0 )
|||(M asterR0 ?Inf orm03 → M3 R0 !0 → M3 R0 ?Split0 )
|||(M asterR0 ?Inf orm04 → M4 R0 !0 → M4 R0 ?Split0 )
|||(M asterR0 ?Inf orm05 → M5 R0 !0 → M5 R0 ?Split0 ));
Reduce(Split0 )6 → R0 F S!F inalData → M asterR0 !Completed

Where the function Reduce sums the values with the same key all together.
Reduce(Split0 )6 = {h3, 11i, h6, 5i, h9, 4i, h12, 3i}
F inalData = {h3, 11i, h6, 5i, h9, 4i, h12, 3i}

For Reducer1 and Reducer2 , they are similar to Reducer0 .
5.2

Exception Processing

In this section, we present the exception handling of this model. For the exception,
the processing of M apper and Reducer is similar to the normal flow above. So we
present the exception flow of CommP rocess only.
•

M apperException:

There are two cases for Mapper exception. For the first case, we suppose M0 fails
and has not finished its map process. Then the process of CommP rocessi in this
case is as follows:
CommP rogress0 ,
Interf ace0 C0 ?M apT ask0 → ST AT E0 !M apT askID0 → ST AT E0 ?M0 →
M asterM0 !M essage → M Error0 C0 ?M apT askID0 → ST AT E0 !M apT askID0 →
ST AT E0 ?M6 → M asterM6 !M essage → M6 M aster?Inf orm6 →
(ST AT E0 !ReduceT askID0 → ST AT E0 ?R0 → A0 )
k (ST AT E0 !ReduceT askID1 → ST AT E0 ?R1 → A1 )
k (ST AT E0 !ReduceT askID2 → ST AT E0 ?R2 → A2 )
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Here, because of the failure of M0 , M aster chooses M6 to rework on M apT ask0 . t
in A0 , A1 and A2 will be 1, 2, 3, 4, 5, 6 and can not be 0.
In this case, when the message of M0 arrives, the record of InUseMapperTable is
the same as the one in Normal Flow. But after the return message of M6 , the record
will be changed into the following one.
i (MapTaskID)

0

1

2

3

4

5

t (Mapper ID)

6

1

2

3

4

5

InUseMapperTable
Note that M apperID related to M aptask0 is changed from 0 to 6. The other details
are omitted here.
For the second case, we suppose M0 fails and it has finished map work. Meanwhile the corresponding Reducers are still working. The behaviour of CommP rocess0
can be obtained in Appendix A.
•

ReducerException:

For the Reducer exception, we suppose all the M appers execute in normal flow, but
R0 throws exception. Below is the process CommP rogressi in the case.
CommP rogress0 ,
Interf ace0 C0 ?M apT ask0 → ST AT E0 !M apT askID0 → ST AT E0 ?M0 →
M asterM0 !M essage → M0 M aster?Inf orm0 →
(ST AT E0 !ReduceT askID0 → ST AT E0 ?R0 → M asterR0 !Inf orm0t
→ RError0 C0 ?R0 → ST AT E0 !ReduceT askID0 → ST AT E0 ?R4
→ M asterR4 !Inf orm0t → M asterR4 ?Completed)
k (ST AT E0 !ReduceT askID1 → ST AT E0 ?R1 → A1 )
k (ST AT E0 !ReduceT askID2 → ST AT E0 ?R2 → A2 )

t = 0, 1, 2, 3, 4, 5

For A1 and A2 , they are equal to those in normal process above.
From all the results above, the achieved data is the same as expected. For
example, in the result of normal flow, the words with a length of 2 occurred 12 times
and with a length of 4 occurred 12 times. Through the exception processing, we
can see the model can recover from the error that one mapper fails before finishing
its map process. The result will be the same as the result in the normal case. All
these show the validity of our model from the practical point of view.

6

Discussion

Based on this achieved model, we expect to verify the validity of MapReduce in the
entire execution process. For this purpose, we can analyze this formal model and
find out the unexpected trace. For example, if Master failed, there is no component
handling this exception. In this case, the system cannot recover from the error and
this MapReduce program cannot be finished successfully.
We believe that our formal model can be used to find out those unexpected
traces which may cause failure. Based on these traces, we can improve MapRe-
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duce program to make the execution process more reliable. Moreover, our formal
model can be used to verify the data consistency in the error handling process of
MapReduce.
In order to find out all of those exceptions and verify some properties of the
model, in the next step, we will transform the achieved model into automatic model
checking tool FDR (Failure Divergence Refinement) [13].

7

Conclusions

The MapReduce programming model is popularly used in distributed data of cloud
computing, which processes and generates large amount of data on a large cluster of
community machines. It is now applied in a wide array of areas, such as distributed
sort, document clustering and machine learning. In this paper, we formalized the
MapReduce model using the CSP method. The formal model that we constructed
falls into four parts, including M aster, M AP P ER, REDU CER and F S. The
MapReduce example computation which we presented in the end gives us a further look of the effectiveness of our model and the reliability of the MapReduce
framework. In the near future, we will translate our formal model into automatic
model checking tool FDR and focus on the verification of the data consistency in
error handling process. Moreover, we will improve our model and verify some other
properties, such as the terminability, and the validity of the MapReduce Model that
we defined.
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Appendix A
The results of M appert (t = 1, 2, 3, 4, 5) and Reducerj (j = 1, 2) are as follows.
M apper1 : InputData = ”have become more essential in the engineering field.
Take Google for example,”
Split0 = {h3, (1, 1)i, h6, (1, 1)i, h9, (1)i}
Split1 = {h4, (1, 1, 1)i, h7, (1)i}
Split2 = {h2, (1)i, h5, (1)i, h11, (1)i}

M apper2 :

InputData = ”it has implemented hundreds of special purpose
computations to deal with large”
Split0 = {h3, (1)i, h12, (1)i}
Split1 = {h4, (1, 1)i, h7, (1, 1)i}
Split2 = {h2, (1, 1, 1)i, h5, (1)i, h8, (1)i, h11, (1)i}

M apper3 :

InputData = ”amounts of raw data. Large amount of the input data
and the distributed computations”
Split0 = {h3, (1, 1, 1, 1)i, h6, (1)i, h12, (1)i}
Split1 = {h4, (1, 1)i, h7, (1)i}
Split2 = {h2, (1, 1)i, h5, (1, 1)i, h11, (1)i}

M apper4 :

InputData = ”across hundreds or thousands of machines have become
the crucial characteristic in”
Split0 = {h3, (1)i, h6, (1, 1)i, h9, (1)i}
Split1 = {h4, (1)i, h7, (1)i}
Split2 = {h2, (1, 1, 1)i, h8, (1, 1)i, h14, (1)i}

M apper5 :

InputData = ”the application. MapReduce is now popularly used
in such issue.”
Split0 = {h3, (1, 1)i, h9, (1, 1)i}
Split1 = {h4, (1, 1)i}
Split2 = {h2, (1, 1)i, h5, (1)i, h11, (1)i}

Reducer1 :

Reduce((Split1 )6 ) = {h4, 12i, h7, 5i}
F inalData = {h4, 12i, h7, 5i}

Reducer2 :

Reduce((Split2 )6 ) = {h2, 12i, h5, 6i, h8, 3i, h11, 6i, h14, 1i}
F inalData = {h2, 12i, h5, 6i, h8, 3i, h11, 6i, h14, 1i}
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The CommP rogress0 in the second case of Mapper Exception is as follows:
CommP rogress0 ,
Interf ace0 C0 ?M apT ask0 → ST AT E0 !M apT askID0 → ST AT E0 ?M0 →
M asterM0 !M essage → M0 M aster?Inf orm →
(ST AT E0 !ReduceT askID0 → ST AT E0 ?R0 → A0 )
k (ST AT E0 !ReduceT askID1 )
k (M Error0 C0 ?M apT askID0 → of f ) → ST AT E0 !M apT askID0 → ST AT E0 ?M6 →
M asterM6 !M essage → M6 M aster?Inf orm →
(ST AT E0 !ReduceT askID0 → ST AT E0 ?R0 → A0 )
k (ST AT E0 !ReduceT askID1 → ST AT E0 ?R1 → A1 )
k (ST AT E0 !ReduceT askID2 → ST AT E0 ?R2 → A2 )

Aj (j = 1, 2, 3) is the same with those in the first case of Mapper Exception.
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Abstract
Developing an advanced medical informatics system is a great challenge in the 21st century. In this paper,
we construct and analyze a trustable medical system by Refinement Calculus of Object Systems (rCOS)
in a model-driven development process. Our method greatly improves the dependability and efficiency of
the complicate system. This implies that the formal techniques developed in rCOS can be integrated into a
model-driven development process. For the verification, a tool, called UPPAAL, is used to ensure the safety
and correctness of the medical system. Our result suggests a way to corporate design and verification in
system development process.
Keywords: formal method, rCOS, UPPAAL, telemedicine

1

Introduction

Recently, telemedicine is becoming more and more important, which combines the
computer technology, internet technology and communication technology. It makes
medical service more efficiency and convenient, and thus reduces patients’ financial
costs. It also provides a platform for medical experts and doctors to study and communicate. Moreover, the use of a trustable medical systems in telemedicine practice
can significantly improve the efficiency and quality of health care. At the Grand
Challenges Summit of U.S. National Academy of Engineering (NAE), advanced
health informatics is proposed as one of the grand challenges for Engineering in the
1
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21st Century. A major goal of advanced health informatics is to develop trustable
systems that can offer relevant decision support to clinicians, patients and archive
medical research[10].
A reliable and effective electronic trustable medical system (TMS) of clinical
use requires both a structured and standardized Electronic Health Record (EHR)
and a reliable scientific evidence based medicine (EBM). EHR systems are used to
produce standardized information for the trustable medical system. The EvidenceBased Medicine Guidelines (EBMG) database [13], including about 1000 clinical
guidelines, are developed since 1988. A MDA-based approach was used to automatically produce guidelines for TMS [12]. However, information sharing over regional,
national, or global networks makes the situation more complicated because of the
diverse of computer systems and different kinds of data recording rules [10]. Most
decision support systems such as DXplain [9] do not support automatic data transfer between the EHR and TMS. Isable [5] allows users to submit the data from
pre-assigned fields of EMR to Isable, but it only gives the doctors a list of possible
diseases and can not give relevant reminders, suggestions and guidelines. There is
no mechanism of analyzing the patient’s record in different formats, and thus there
are no corresponding reminders or guidelines that can be provided automatically.
To solve the above issue, our approach is firstly constructing the models in the
Refinement Calculus of Object Systems (rCOS) [6] and then verifying in the real
time the safety properties by tool UPPAAL [8]. TMS, along with EHR system, can
be integrated into telemedicine systems and provides decision support service for
decisions makers such as experts, doctors of different hospitals in different countries.
We choose rCOS to develop TMS because it supports both static structural
refinement and dynamic behavioral refinement of object-oriented system and can
effectively reduce the complexity of system by separating concerns. rCOS is founded
on a well-formed semantic model with a refinement calculus [6,14], including a
precise notation for object-oriented and component based design, thus the formal
techniques, including tools such as UPPAAL [8] can be applied in the development
process to ensure the consistence between different aspects or views and correctness
of the system.
This paper is organized as follows. In the next section, we introduce the class
model and interaction model in rCOS. In section 3, we present our approach to
construct TMS by rCOS. In section 4, we verify the system by UPPAAL. Finally
we conclude in Section 5.

2

Class Model and Interaction Model

rCOS is developed to support model-driven development methods. It provides with
two-dimensional multi-view modeling environment and combines object-oriented
and component-based design and analysis techniques. It effectively reduces the
complexity of system and ensures the consistency and correctness of the system. In
rCOS, a component is an essential concept. It is an implementation of a contract.
We use the class diagram to describe static structure of a component, and sequence
diagram to describe the interaction protocol of the contract, respectively.
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2.1

Class Model

To support object-oriented design of components, types of fields of component
interfaces can be classes and thus the values of these fields are objects. In rCOS, a
class can be specified in the following format:
class
attr
method

method
invariant

2.2

C [extends D] {
Tx=d,. . . ,Tx=d
m(T in; V return) {
pre:
p∨. . . ∨p
post:
∧ (R; . . . ;R) ∨ . . . ∨ (R; . . . ;R)
∧. . . . . .
∧ (R; . . . ;R) ∨ . . . ∨ (R; . . . ;R)
}/* method m */
m(T in; V return) { . . . . . }
. . . . . .
Inv }

Interaction Model

In rCOS, a black box behavior model of the interface of a component is defined as a
contract and currently it only considers components in the application of concurrent
and distributed systems, and a contract is a tuple C = (I,Q,S,P), where
•

I is an interface, denoted by C.IF,

•

Q is a design ⊢ R ∧ wait’ which initializes the values of fields in C.IF, denoted
by C.init,

•

S specifies each method m(in; out) in C.IF, denoted by C.spec,

•

P is a set of traces of the events over methods in C.IF, denoted by C.protocol.

The interaction protocol of the contract describes the interaction between the
actors and the system. The interaction is graphically represented as a UML sequence
diagram, and the dynamic flow of control and synchronization is modeled by a UML
state diagram.

3

Design of Trustable Medical System

trustable Medical System (TMS) is a medical system that can be integrated into
normal clinical system or telemedicine system. It combines medical knowledge with
individual patient data and provides patient-specific guidelines and reminders for
physicians and other health care professionals. In our paper, we concentrate on the
system model of TMS, and leave other detailed technologies such as data conversion
or data access for the further work.
3.1

System Overview

TMS can be used in clinics and hospitals of multiple countries. It transfers patient
data to EHR system to produce electronic forms, and then receives structured
patient data from EHR system and provides reminders and guideline links for the
end-users. The end-users can also directly select an existed EHR for decision support
in EHR mode. In addition to real-time use, the decision support rules can also be run
in patient populations and provides in-time decision support service. Furthermore,
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TMS is a platform-independent service, which can be integrated into any EHRs
containing structured patient data. The overview of the TMS is shown in Fig 1.
TMS consists of the following subsystems:
•

A Work station for end-users to input patient data and receive reminders.

•

A EHRDatabase to store electronic health records.

•

A EHRGenerator to generate corresponding EHR from the patient data inputted
from the Work station and to send the EHR to ScriptInterpretor.

•

A ScriptInterpretor to interpret the EHR from EHRGenerator and create the
standard variables and objects used in the scripts.

•

A ScriptDatabase to store scripts.

•

A EvidenceDatabase to store evidences for decision support.

•

A GuidelineDatabase to store guidelines for decision support.

•

A DecisionSupporter to receive scripts from ScriptInterpretor and returns the
reminders to the Work station.

Fig. 1. Framework of TMS

Fig. 2. Overview of the System

In fact, the whole system can integrate a number of work stations for groups of
end-users and a network of EHR Data Centers for EHR systems of different criterion
(See Fig 2). In our paper, we only consider the system with an EHR system.
3.2

Requirements of TMS

Requirement model can be described by a sequence diagram and a conceptual class
diagram. These two diagrams describe the dynamic properties and static structural
properties of the system respectively. The design process consists of a set of use
cases, but we only give some typical use cases due to space limitation.
3.2.1 Use case UC 1: Decision Support
Informal description of UC 1 The interactions between the actors and the
system are informally described as follows:
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1. When the doctor enters the decision support panel, a new decision support is
initiated.
2. The doctor can select the language and the system gives corresponding interface, otherwise the system will display the default interface.
3. The doctor selects the model case and enters EHR information such as General
Data, EHR Event, Diagnoses, Medication and Laboratory Result in the page,
otherwise the system gives the default mode case.
4. The system sends the patient data to the EHR Data Center to generate an
EHR item. When it is in EHR mode, doctor only needs to select an existed
EHR item. Then after the generated or selected EHR item is analyzed by
system, reminders, evidences and guideline links are provided to the doctor.
5. If the system is not in the EHR mode, the doctor can choose to save the EHR
item. The process of decision support is completed.
Formal model of UC 1 The use case is modeled by the contract of the provided interface of a component: SupportDecision, with DSPanelIF as its provided interface.
component SupportDecision{
provide interface DSPanelIF {
public enableEHR();
public disableEHR();
public startDS();
public enterLanguage(int lan);
public enterEHR(XMLDoc xd , int mcId);
public selectEHR(int ehrId);
public fetchReminder(EHRItem ehr; Reminder rem);
public saveEHR(EHRItem ehr);
}
}

Fig. 3. Sequence Diagram

Fig. 4. State Diagram

The protocol of DSPanelIF is modeled by the sequence diagram in Fig 3, and
the dynamic flow of control is modeld by the state diagram in Fig 4. The invariant
and static functionality of the methods of the interface are specified as follows.
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class DSPanel implements DSPanelIF::
invariant ehrDB 6= null ∧ ehrDB.catalog 6= null
∧ dsStore 6= null ∧ dsStore.scripts 6= null
∧ dsStore.evids 6= null ∧ dsStore.gllinks 6= null
∧ (EHRMode = true ∨ EHRMode = false)
method enableEHR()
pre: true
post: EHRMode’ = true
method disableEHR()
pre: true
post: EHRMode’ = false
method startDS()
pre: true
post: rem’ = Reminder.new(empty/evids, empty/gllinks);
lan = 0; mcId = 0
/*a reminder is created and its evidence list and guideline link list
initialized, and default language and mode case are set* /
method enterLanguage(int lan)
pre: true
post: language’ = lan
method enterEHR(XMLDoc xd, int mcId)
pre: true
post:ehrItem’ =EHRItem.New(xd/xmlDoc, mcId/mc, clock.date()/date)
/*a new EHR item is created* /
method selectEHR(int ehrId)
pre: ehrDB.catalog.find(ehrId) 6= null
/*EHR item with id ehrId exits in the EHR* /
post: ehrItem’ = ehrDB.catalog.find(ehrId)
method fetchReminder(EHRItem ehr; Reminder rem)
pre: dsStore.scripts.findBymc(ehr.mc) 6= null
/*the script to deal with this kind of mode case exists* /
post:rem’ = dsStore.scripts.findBymc(ehr.mc).run()
/*reminder for the EHR returns for the decision support* /
method saveEHR(EHRItem ehr)
pre: true
post:ehrDB.catalog.add(ehr)
/*EHR item is add to EHR catalog* /

The data types and classes of the objects are represented by the class diagram
in Fig 5.

Fig. 5. Conceptual Class Diagram

3.2.2 Use case UC 2: Script Management
This use case carries out updating to the script, where updating includes changing
script text and adding a new script. As this use case is simple and allows any
sequence of invocations of these operations, we omit its sequence diagram and class
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diagram and just give the functionality of the methods of the use case.
component ScriptManagement {
provide interface ScriptPanelIF {
public changeScriptText(int sId, String newText);
public addscript(int sId, String sText, String desc, int mcId); }
class ScriptPanel implements ScriptDeskIF {
protected DSStore dsStore;
public changeScriptText(int sId, String newText) {
pre: dsStore.scripts.find(sId) 6= null
post: ∀ s ∈ scripts · (if s.sId’ = sId then s.text’ = newText) }
public addscript(int sId, String sText, String desc, int mcId) {
pre: true
post: dsStore.scripts.add(Script.New(sId, sText, desc, mcId)) }
}
}

3.2.3 Model integration and global constrains
Two use cases are both modeled by a contract of the provided interface of a
component, in which level they seem in two separate closed components. But after
analyzing the relation between two use cases, we find that they share the same
object: DSStore dsStore. Obviously, they can be composed into one component if
object dsStore in two components are the same:
component DSComp {
invariant ∃ DSStore ds · ds = SupportDecision.dsStore = ScriptManagement.dsStore }

Then these two components can be integrated into a bigger one:
DSComp =df SupportDecision k ScriptManagement

This kind of constrain should be established when integrating system and constructing components. We can use a global set of classes to represent all the use
cases, and once a new use case is captured, new class, together with its attributes
and associations will be added to this set, thus the consistency of the class definitions
can be guaranteed.
3.3

Logical Design Model of TMS

In this section, we will build the logical design model of TMS by refinement rules
of rCOS, especially by expert pattern[15]. We focus on the design of some methods
in UC 1 and UC 2 and use the convention Class C::m(){c} to denote the method
m of class C and the specification statement c.
Operation startDS() The precondition of startDS() is trivial, thus we only need
to consider its postcondition. The specification of the postcondition means to
create a new reminder. Following the expert pattern, the responsibility to create
the reminder can be delegated to class Reminder :
Class DSPanel:: startDS() {
rem:= Reminder.New(); lan:= 0; mcId:= 0 }
Class Reminder::Reminder() {
evids := Set(Evid).New();
gllinks := Set(gllinks).New() }
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The specification uses the constructor method of class Reminder which takes no
input parameters. It initializes the attributes of the class: evids and gllinks. We
can see that the type of evids is a set of Evidence and the type of gllinks is a set of
GuidelineLink. For a set of classes S(T), we use the Java notation s := S(T).New()
and its rCOS semantics true ⊢ s’= Ø for the creation of a set of objects.
Operation selectEHR() In its specification, there is a non-trival precondition:
ehrDB.catalog.find(ehrId) 6= null. For it, we use the refinement schema (PP):
(PP:) m() pre:p; post:R ⊑ m() {if p then R else throw expception (p)}

where throw exception(p) is the specification when the precondition fails to hold.
Applying the expert pattern to the precondition of selectEHR(), we can delegate
the responsibility for finding the EHR Item to the class EHRDB. Thus we need to
define the following methods:
Class DSPanel::

findEHR(int ehrId; EHRItem return)
{return := ehrDB.findEHR(ehrId) }
Class EHRDB::
Set(EHRItem) catalog;
findEHR(int ehrId; EHRItem return) {
{return := catalog.find(ehrId) }
Class Set(EHRItem):: find(int ehrId; EHRItem return)
{return := find(ehrId) }

Here, we assume that the method find(ehrId) of Set(EHRItem) implements the
specification that returns the model case with Id ehrId.
For the postcondition of selectEHR(), we let setEHR(int ehrId) denote the
method that realizes the postcondition of selectEHR() when the preconditions
holds. We still apply the expert pattern to refine the specification of postcondition
using sequential compositions.
Class DSPanel::

setEHR(int ehrId; EHRItem ehrItem) {
ehrItem := ehrDB.catalog.findEHR(ehrId) }
findEHR(int ehrId; EHRItem return)
{return := ehrDB.findEHR(ehrId) }
Class EHRDB::
Set(EHRItem) catalog;
findEHR (int ehrId; EHRItem return)
{return := catalog.find(ehrId) }
Class Set(EHRItem):: find(int ehrId; EHRItem return)
{return := find(ehrId) }

Finally, we apply the refinement PP and obtain the following design:
Class DSPanel::

selectEHR(int ehrId) {
if findEHR(ehrId) 6= null then setEHR(ehrId)
else throw exception (findEHR(ehrId) 6= null) }

Operation updateScriptText() Based on the refinement rule (PP) and expert
pattern, for the precondition, we define following methods:
Class DSPanel::

findScript (int sId; Script return)
{return := dsStore.findScript (sId) }
Class DSStore::
Set(Script) scripts;
findScript(int sId; Script return)
{return := scripts.find(sId) }
Class Set(Script):: find (int sId; Script return)
{return := find(sId) }
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We see that the postcondition involves quantifications over elements of sets:
∀ s ∈ scripts · (if s.sId’ = sId (then s.tex’ = newText)

For the specification of the form ∀ T o ∈ s ·statement(o), where s is a set of type
set(T), we use universal quantification pattern(UQP):
(UQP):

∀ T o ∈ s · statement(o) ⊑ Iterator i := s.iterator();
while i.hasNext() {T o := i.next(); statement(o) }

That is to say, we should define the semantics of the “Java” statements on the
right hand side of the above refinement in rCOS as ∀ T o ∈ s · statement(o),
where statement(o) is an rCOS statement. Now applying the expert pattern and
(UQP), we define the update methods in these two classes.
Class ScriptDesk::
Class DSStore::

updateScriptText(int sId, String newText)
{dsStore.updateScriptText(sId, newText)}
updateScriptText(int sId, String newText) {
Iterator i := scripts.iterator();
while i.hasNext()
{ Script s := i.next();
if s.sId=sId then s.text’=newText } }

Finally, we obtain the following design:
Class ScriptDesk::

changeScriptText(int sId, String newText) {
if findScript (sId) 6= null
then updateScriptText(sId, newText)
else throw exception (findScript (sId) 6= null) }

The design of other operations can be worked out with expert pattern in a similar
way. The design sequence diagram of the logical model is shown in Fig 6 and class
diagram is shown in Fig 7.

Fig. 6. Design Sequence Diagram
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Fig. 7. Design Class Diagram

3.4

Component Architecture Model of TMS

In this section, we design the component-based architecture by decomposing some
use case components into a number of components plugged together and composing
a number of simple components into a single, larger component.
We can identify object dsStore and ehrDB as a unique and permanent object,
which provides much functionalities to the other objects. Moreover, there is a
global constraint for dsStore on the two use cases that they both share a single
dsStore object. Thus we can make this object into a component called DSDecision,
together with its aggregated object scripts, evids, gllinks and models. We use DSDecisionIF to denote the interface of DSDecision, which consists of those methods
of use case UC 1 in the design sequence diagram (Fig 6) through which the component DSPanel invokes on the objects and now are bundled in DSDecision. The
temporary objects rem, ehrItem and language form an open component, denoted as
DecisionSupporter, which has the provided interface DSPanelIF and required interfaces DSDecisionIF and EHRGeneratorIF, which will be referred later. Similarly,
Object ehrDB, together with its aggregated object catalog and catalog’s aggregated
object can be used to construct a component called EHRGenerator which provides
interface EHRGeneratorIF for DecisionSupporter. Besides, the clock can be considered as a component with well-known implementation. Then we have
SupportDecision =df DecisionSupporter k DSDecision k EHRGenerator k Clock

Similarly, the component ScriptManagement can be decomposed into
ScriptHandler and DSScript. ScriptHandler has provided interface ScriptPanelIF
and required interface DSScriptIF provided by DSScript.
The object dsStore in component DSDecision and DSScript are the same and
we compose the two component into a bigger component DSSever with interfaces
DSDecisionIF and DSScriptIF :
DSSever =df DSDecision k DSScript
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Fig. 8. Logical Component-Based model

Fig. 9. Component Sequence Diagram

The resulting component-based architecture is shown as a UML component diagram in Fig 8. The design sequence diagram of UC 1 can be transformed into
component sequence diagram in Fig 9.

Verification of Real-Time Property in TMS by UPPAAL

4

In order to relieve doctors from suffering information overload when treating specific
patients, the TMS should provide “just in time, just for me” advices at the point of
care. Besides, as EHR Item usually contains multiply DICOM (Digital Imaging and
Communications in Medicine) which needs to be transmitted from PACS (Picture
Archive and Communication System) in telemedicine center to partner clinics, there
will be delay for the system to make the decision for specific case.
To ensure that the end-users obtain decision support service in time, the realtime and safety properties of system should be guaranteed. Our approach is to
construct a timed automata model for the process of UC 1 and then verify the
model with UPPAAL [8], a tool for modeling, simulation and verification of realtime system.
4.1

Specification of DICOM Transfer Problem

Based on component sequence diagram in Fig 9, which omits the time information,
we add a tag value and a constraint to respectively describe the time initialization
and the time constraint the events should conform to in the diagram. A Controller
and DICOMDB are also introduced to the diagram to control and transfer the
DICOM, respectively. The whole process of the transfer of DICOMs with time
constraint can be described as follows:
1. The EHRGenerator informs the Controller to get corresponding DICOMs after
DecisionSupporter asks for an EHR item.
2. The Controller informs DICOMDB to transfer the first DICOM to EHRGenerator within 200 ms. Here we assume the DICOMDB deals with one DICOM
at a time and it won’t accept another command for DICOM transfer.
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3. When all the DICOMs are transferred from DICOMDB, the EHR item is returned to DecisionSupporter.
According to the informal description above, we obtain the sequence diagram
with time constraints in Fig 10.

Fig. 10. Sequence Diagram with Time Constraints

Fig. 11. Automata Models

4.2

Timed Automata Model of DICOM Transfer

According to the description and sequence diagram with time constraints for
DICOM transfer problem, we firstly declare all the variables and channels
used in this subsystem. There are two global variables max and c, denoting
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the maximum number of DICOM for an EHR item and the count of DICOM
that has been transferred successfully. The controllers of the whole subsystem
interact with each other through channels, including ehr, next, dicom, dicomout,
finish, askdicom, ehrout, and we define these channels as urgent channels which disallow delay in the state transition. Thus our model system can be defined as follows:
int c;
const int max = 5;
system DecisionSupporter, EHRGenerator, Controller, DICOMDB;
urgent chan ehr, next, dicom, dicomout, finish, askdicom, ehrout;
clock x;

Then we obtain corresponding time automata models in Fig 11.
4.3

Analysis and Verification of DICOM Transfer

After modeling, the interactions between objects can be observed in the simulator
of UPPAAL. We give the random message sequences of communication and control
between these objects through channels in Fig 12. Based on the message sequences,
we can make a preliminary judgement whether the model conforms to system.
To make further verification of the properties of our model, we may enter query
language in the verifier of UPPAAL. For example, A[] not deadlock is to verify the
system is deadlock free, and A[] DICOMDB.dicomtransferred imply x <= 200 is
to verify that the time to transfer each DICOM to the EHRGenerator should not
exceed 200 ms, and DecisionSupporter.wait → EHRGenerator.ehrgot is to verify
that once the DecisionSupporter asks for a EHR item, the system is sure to send
the EHR item back. Other properties can be verified with similar expressions.

Fig. 12. a Random Message Sequence Chart

With the help of UPPAAL, the safety and correctness of the system can be
ensured by the verification of the properties such as safety and liveness.
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5

Conclusions and Discussion

Telemedicine is a new medical diagnosis and medical education mode to build the
connection between different medical institutions. But due to the differences in
computer systems and data recording rules, seamless sharing of data and developing
a trustable health care system become a grand challenge in the 21st century. In
this paper, we construct TMS that can be integrated to telemedicine systems based
on the technology of rCOS. On one hand, the system uses EHR system to store the
patient health record in a standard way and also can be linked to any other EHR
systems, which realizes the data sharing between different hospitals in different
countries. On the other hand, TMS analyzes the EHR information based on its
reliable scientific EBM and responds with reminders and guidelines, thus enables
the end-users to make correct and in-time decisions.
In practical software engineering, complexity of software system is handled by a
component-based and model-driven development (CB-MDD) process [7,16]. With
such an approach, the different aspects and views of the system are described in
a UML-like multi-view language [3,11], and separation of design and validation of
different concerns is supported by design patterns, object-oriented and componentbased design [2,4]. Rigorous specification, verification and validation of the models
produced in such a process require the application of formal methods. However,
most of the semantic frameworks in verification have ignored the impact of design
methods on feasibility of formal verification. The notion of program refinement
[1] has obvious links to the practical design of programs with the consideration of
abstraction and correctness, but the existing refinement calculi are shown to be
effective only for small imperative programs.
The main difference of rCOS is that it is a rather rich and mature formalism
that models static and dynamic features for component based systems. In rCOS,
the model of contracts is a multi-view model and it supports the specification of
component-based architecture. Also rCOS separates the protocol of the provided
interface methods from that of the required interface methods for components, which
allows better plug ability among component. On the other hand, it supports statebased modeling with guards and pre-post conditions, which allows us to carry out
stepwise functionality refinement.
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